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Abstract

Teacher effort is critical for student learning, yet many teachers perceive a weak link
between effort and outcomes. Using a field experiment, I test whether a psychological
skills curriculum targeting perceived control – belief in one’s ability to influence outcomes
– can improve productivity. The curriculum contains no references to teaching. The
program increased willingness to choose performance-linked pay in a real-stakes task,
raised teacher effort, and improved student math scores by 0.09σ, with gains driven
by teachers with low perceived control at baseline. Results suggest psychological
skill-building constitutes an important dimension of human capital enabling effective
use of existing expertise. JEL Codes: C93, D91, I21, J24
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1 Introduction

Teacher effort is a central driver of student learning. Systematic reviews across low- and
middle-income countries find that the most effective learning interventions are teacher-led
(Béteille & Evans, 2021; Snilstveit et al., 2015). Experimental studies further establish a
causal link between teacher effort and student learning: most learning gains from teacher
performance-pay interventions arise from increases in teacher effort beyond changes at the
selection or attendance margins (Leaver et al., 2021, Muralidharan & Sundararaman, 2011).

Yet, despite this clear empirical link, many teachers do not see their effort as mattering
much for student learning. Surveys show that large shares of teachers report that they
have a limited influence over their students’ learning. For example, more than 40% of
teachers across ten developing countries self-report that there is little they can do to help
disadvantaged students learn (Sabarwal et al., 2022). This is alarming given that most
students in these settings are disadvantaged, including first-generation learners who rely
solely on teachers for their education, amid a widespread learning crisis.

These patterns may not simply reflect a lack of information or concern, but a
psychological response to the structural realities of teaching in low-resource settings.
Teachers routinely face constant cognitive demands – overcrowded classrooms, high shares
of first-generation learners, wide variance in student ability – often with limited training or
support to meet these challenges (World Bank, 2018). Research in psychology shows that
when people encounter persistent difficulty without adequate coping skills, they develop
learned helplessness and low perceived control making effort appear futile (Hiroto & Seligman,
1975; Peterson et al., 1993). Thus, teachers may interpret poor student performance as largely
beyond their influence, reducing motivation and effort (Bandura, 1997; Skinner, 1996).

Building perceived control requires more than information or encouragement; it
involves strengthening core psychological capacities that help individuals manage adversity
(Frazier et al., 2015; Hintz et al., 2015; Lachman et al., 2011). Interventions typically
provide participants with a psychological toolkit of skills, training them to distinguish
between controllable and uncontrollable events, regulate emotional responses, and apply
control-oriented strategies, such as problem solving, to cope with everyday challenges.1

In this paper, I evaluate the effectiveness of such a psychosocial intervention targeted at
building perceptions of control. I conduct a field experiment across 83 schools, 292 teachers,
and 7,570 students in a rural school chain in India. Teachers are randomized to receive a
psychological skills training focused on building perceived control in everyday situations.

Importantly, the curriculum has no references to teaching or pedagogy. It is centered
around general psychological skill development. Any effects on teaching-related beliefs
or behaviors, therefore, reflect "far transfer" – improvements in a different domain, while
minimizing concerns about experimenter demand. The content draws on insights from
positive psychology and targets perceptions of control by helping participants (a) recognize
internal strengths, (b) distinguish between controllable and uncontrollable elements in

1These approaches draw on psychological theories linking perceived control to self-efficacy beliefs (Bandura,
1977), attributional patterns (Weiner, 1985), and problem solving (D’Zurilla & Goldfried, 1971). Existing evidence
on interventions draws mainly on small-sample studies in the context of health and aging.
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complex situations, and (c) apply skills like problem solving and benefit finding to deal
with challenges. The program combines guided instruction with structured reflection led by
a facilitator, and is delivered across ten after-school sessions over five weeks.

To isolate the impact of the psychosocial content from other aspects of the training, I
include an active control (placebo) group. Teachers in the placebo group receive sessions of
an identical structure, duration, and format, but with content unrelated to perceived control.
This design allows me to disentangle the effect of the training content from confounds such
as group interaction, facilitator presence, or time spent in sessions.

To measure teachers’ perceived control in the classroom, I design a real-stakes task. The
core idea is this: if a teacher perceives more control — that is, believes their effort can change
outcomes — they will be more willing to accept an incentive-based contract over a flat-pay
contract. Teachers from both treatment and control groups make a series of choices between
a fixed and a performance-linked bonus, where the bonus remains constant across rounds,
but the minimum test-score gain required to earn it increases incrementally. This structure
allows me to recover the point at which teachers no longer find the performance contract
attractive and switch to the flat bonus, providing a revealed preference measure of how much
learning they believe they can generate through their effort, quantified in test-score units.2 By
varying only the performance threshold and not the reward size, the task isolates perceived
control over outcome from preferences over payoff.3 Although choices are made throughout
the academic year, the payment — based on a randomly selected choice — is made only at
the end. This design prevents teachers from ex-ante sorting into a particular contract type,
ensuring that treatment effects reflect the impact of the psychosocial intervention alone.

Exposure to the psychosocial intervention positively influenced teachers’ beliefs. Teacher
locus of control increased by 0.16 SD (p-value = 0.029), and generalized self-efficacy by 0.11
SD (p-value = 0.16), as measured using standard psychological scales. Consistent patterns are
reflected in the revealed-preference task. Compared to the control group, treatment teachers
are 15% (p-value = 0.024) more likely to forego a guaranteed bonus for a performance-linked
one tied to learning gains of low-performing students, revealing a higher confidence in their
ability to influence learning. This shift in perceptions of control persists six months after the
intervention and is not driven by changes in risk attitudes.

I examine impacts across multiple dimensions of teacher effort: attendance, classroom
effort, grading, and time use. Attendance is unaffected, consistent with already high baseline
rates. In contrast, classroom effort increases meaningfully: treated teachers score 0.13 SD
(p-value = 0.021) higher on a pre-registered index of effort based on classroom observations
by treatment-blind observers. Importantly, to mitigate demand effects, the intervention was
framed as a one-off training and teachers were unaware that their effort would be measured
later on. Separate teams conducted the intervention and data collection.

One concern is that direct observation may prompt teachers to selectively showcase best
practices. To deal with this, I also use a measure of past cumulative effort, examining the
quality of feedback provided by teachers in students’ homework notebooks. This measure

2Given that the final exam is externally designed and graded, teachers have limited scope to influence scores
through anything other than their teaching effort.

3Also, risk preferences are measured using a separate experimental task and accounted for.
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cannot be manipulated at the time of observation, since teachers do not know in advance that
notebooks will be inspected. Treatment teachers score 0.11 SD higher on this pre-registered
index of grading effort (p-value = 0.012) and are more likely to provide detailed feedback on
student work. Self-reported time use shows consistent patterns: treatment teachers spend 8
more minutes (p-value = 0.002) grading notebooks compared to control teachers.

These findings are interesting, especially given that the training did not set any
expectations of increased effort, nor did it provide any skills related to teaching. This
was not a training about what to teach or how to teach. Yet, we see improvements in classroom
effort suggesting that (a) teachers likely had innate content and pedagogical knowledge to
begin with, but were not putting it into use in the status quo, and that (b) psychological
skills could enable teachers to apply their existing expertise more effectively.

The intervention also improved student learning. At the end of academic year, students
taught by treatment teachers scored 0.096 SD (p-value = 0.036) higher in math than those
taught by control teachers. These gains are spread across baseline achievement levels,
with no heterogeneity by student demographics (gender, socioeconomic status, grade) or
teacher characteristics (experience, initial effort, value-added). Effects are concentrated
among students taught by teachers with low baseline perceived control, suggesting that the
intervention was most effective where psychological capacities were initially weakest.

I show that the program’s success likely stems from its ability to build perceived control
among teachers by endowing them with a psychological toolkit of adaptable skills that
they could apply in their classrooms. The effects are unlikely to operate through related
mechanisms such as risk preferences, mental health (incidence of depression), or beliefs
about intelligence. Instead, enhanced perceptions of control over teaching emerge as key
channel as reflected in higher self-efficacy, locus of control, and perceived importance of
teacher inputs for student learning. Treatment teachers report improved ability to navigate
challenges, with granular effort measures showing application of these skills in practice.

My study contributes to three main bodies of literature. First, it contributes to the
literature on worker skills and training in organizational settings. Whereas most evidence
linking soft skills to workplace productivity is observational (Heckman et al., 2006; Lindqvist
& Vestman 2011; Cobb-Clark & Schurer 2012; Deming, 2017; Edin et al. 2022), I provide
causal estimates from a large-scale field experiment. A notable exception is Adhvaryu et al.
(2023) who study a soft-skills program for garment workers and find that productivity gains
stem mainly from improvements in interpersonal skills such as teamwork and collaboration.
My paper is the first to show causal effects of a training focused solely on intrapersonal
skills — those shaping how individuals interpret control, navigate trade-offs, and deal with
challenges. These skills are increasingly relevant in the future of work, where productivity
depends less on routine tasks and more on self-regulation and adaptive decision-making
(Deming, 2017). Teaching provides an ideal setting: teachers make continual, and complex
decisions, exercising substantial discretion over how they allocate effort and support students.
My work shows that a general psychological training without job-specific content, can
increase effort and productivity, suggesting that core psychological skills enable workers to
more effectively deploy their expertise. This perspective also advances an emerging view of
workers not merely as allocators of effort (Deming & Silliman, 2024; Caplin et al., 2023), but
as agents whose ability to productively navigate discretion can be shaped through training.
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Second, my study contributes to the behavioral economics literature using soft-touch
psychological interventions to influence economic outcomes. Prior work targets specific
constructs such as aspirations (Orkin et al., 2023; Riley, 2024), grit (Alan et al., 2019), patience
(Alan & Ertac, 2018; Blattman et al., 2017), curiosity (Alan & Mumcu, 2024), growth mindset
(Blackwell et al., 2007; Ganimian, 2020; Yeager et al., 2019), or personal initiative (Campos et
al., 2017). These interventions use content tailored to a specific domain – such as education
or entrepreneurship – with outcomes typically measured in the same domain. In contrast, I
study a domain-general intervention where the content is intentionally detached from the
setting. The resulting effects demonstrate far transfer, suggesting that psychological skills
can function as general human capital, portable across life domains. The closest work is
McKelway (2025) who employs a domain-general intervention and shows effects on labor
supply among adult unemployed women. My paper is the first to demonstrate far transfer
effects on effort provision and labor productivity.4 A distinctive contribution of my study is
to show that perceptions of agency can be shaped even among highly experienced economic
agents – teachers who have been in their jobs for many years.5

Third, this paper contributes to the education literature on improving teacher
performance in developing countries by identifying a new lever to raise teacher effort.
Earlier work has used monetary incentives and monitoring (Lavy, 2009; Glewwe et al.,
2010; Muralidharan & Sundararaman, 2011; Duflo et al., 2012) or training in pedagogy
and structured lesson plans (Gray-Lobe et al., 2022; Nourani et al., 2023) to improve
performance.6 These approaches typically view low effort as stemming from moral hazard
or gaps in pedagogical knowledge, and use interventions focused on what teachers teach,
how they teach, and the incentives they face. In contrast, this paper adopts a behavioral
perspective on the teacher effort decision and introduces an additional (and non-mutually
exclusive) lever for improving performance: building psychological skills that help teachers
navigate challenges and perceive more control over outcomes. This expands the set of policy
tools available to improve education outcomes in the developing world, where learning
levels remain low, many first-generation learners enter formal schooling each year, and
existing solutions to support teachers often fall short (World Bank, 2018).

These findings also inform teacher professional development (PD) in developing
countries. Despite large investments, most PD programs fail to improve instruction or
learning (Chimbutane et al., 2025; Loyalka et al., 2019; Popova et al., 2018).7 Existing
curricula focus on building content and pedagogical knowledge with limited emphasis on
psychological skills. My results suggest that integrating targeted psychological content into
teacher training could offer a practical solution to improve teacher productivity and student
learning. Additionally, my intervention is light-touch, delivered outside instructional time,
and low-cost—achieving learning gains of 0.096 SD at roughly $8 per teacher and $0.32 per
student. These features make it highly scalable and cost-effective.

4Adhvaryu et al. (2023) show productivity gains from a training that explicitly links skills to specific job
tasks, making the intervention domain-specific, with effects on outcomes reflecting near transfer.

5Most evidence on the malleability of intrapersonal skills comes from studies with children or adolescents
(Alan & Ertac, 2018; Alan et al., 2019; Alan & Mumcu, 2024).

6Other approaches include unconditional pay increases (De Ree et al., 2018), provision of low-stakes
feedback (Muralidharan & Sundararaman, 2010) or increased autonomy (Beg et al., 2024; Gray-Lobe et al., 2025).

7For instance, Loyalka et al. (2019) find that a national PD program in China was ineffective, likely due to
overly theoretical content, limited relevance, rote learning, and passive delivery.
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2 Motivation

2.1 Teachers’ Beliefs Across Contexts

In this section, I establish empirical support for the hypothesis that teachers perceive a
weak mapping between their effort and student learning by compiling descriptive evidence
from surveys across multiple contexts.

First, Sabarwal et al. (2022) document teachers’ beliefs using survey data from 20,000
teachers at the primary and lower-secondary level across nine developing countries including
Afghanistan, Nepal, Pakistan, Senegal, Nigeria, Tanzania, Argentina, Indonesia, Myanmar
and Tajikistan. They find that averaging across countries, around 40% of teachers report that
there is not much they can do to help students learn if students come from disadvantaged
backgrounds with financial constraints, low levels of parental education, or have prior
academic deficits. They find striking and consistent patterns across lower-income countries –
for example, the share of teachers in Nigeria, Pakistan and Zanzibar who believe that their
influence is limited for first-generation learners are 52, 53, and 50 percent respectively.

Second, I compile data from the Young Lives (YL) school surveys from 2016-17 across
India and Ethiopia. The surveys covered 281 teachers in India spread across 205 schools and
257 teachers across 63 schools in Ethiopia.8 More than 60% of teachers in both countries
agreed that a student’s home environment directly limited the influence of their teaching.
Around 50% of teachers in India, and more than 80% of teachers in Ethiopia agreed that a
student’s capacity to learn was limited by family background (Table 1). The broad consensus
on these statements reflects the wide acceptability of these views among teachers. Given
that self-reports can be subject to social conformability bias, these figures likely represent
lower bounds on teachers’ beliefs about their perceived role in education production.

Anecdotal evidence from Pritchett (2013) further illustrates these patterns. In a public
meeting between a school principal and villagers in Uttar Pradesh, India, the Principal
responds to complaints from dissatisfied low-income parents:

It is not our fault. We do what we can with your children. You are [offensive term]. The
children of [offensive term] are also [offensive term]. We cannot be expected to teach your
children. (p.3)

This account highlights the extent to which some educators perceive student learning as
strongly predetermined by socioeconomic background, rather than influenced by their own
instructional efforts.

These beliefs are not confined to developing countries. Data from the OECD Teaching and
Learning International Surveys (2008, 2013) show similar, though less extreme, patterns in
higher-income settings. In several European countries, including Spain, Portugal, Hungary,
Denmark, Estonia, Austria and the Netherlands, more than one in five teachers reported

8Young Lives is a study of child poverty in India, Peru, Ethiopia and Vietnam. The study follows two
cohorts of children in these countries through household surveys. YL conducted school surveys in 2010-11 and
2016-17 where schools were chosen to be representative of sites used for household surveys.
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that they could not make progress with difficult or unmotivated students, even if they
tried really hard. In the United States, 35% of teachers reported that they could do little
or nothing to motivate students with low interest in schoolwork, compared to 14% in Italy,
23% in the UK, 30% in Australia, 37% in Canada, and 50% in Norway. Further, these beliefs
are correlated with classroom characteristics: teachers in classrooms with high shares of
low academic achievers and students with behavioral problems are more likely to hold
such beliefs (OECD, 2014). While these challenges may be less severe than those faced by
teachers in developing country classrooms with first-generation learners, they highlight the
inherently complex nature of teaching as well as the wider prevalence of self-limiting beliefs
among teachers.

Taken together, these patterns suggest that many teachers underestimate the impact
of their own efforts on student learning—especially in constrained and resource-limited
environments.

2.2 Psychological Underpinnings

Literature in psychology has studied an array of constructs related to control – including
self-efficacy, locus of control, agency, and learned helplessness. Perceived control is
an umbrella term encompassing two key constructs: self-efficacy and locus of control.
Self-efficacy is defined as the belief in one’s ability to engage in specific behavior or execute
actions (Bandura, 1977), whereas, locus of control centers around causal beliefs about
action-outcome contingencies (Rotter, 1966). According to Skinner’s (1996) agent-means-end
sequence, self-efficacy links agents to means, whereas locus of control connects means to
ends (Figure 1). Perceived control is conceptualized as the interaction between the two,
linking agents to ends (Reich and Infurna, 2017; Ajzen, 2002).

Beliefs about perceived control are powerful drivers of motivation and behavior. When
people perceive situations as controllable, they exhibit high levels of interest, exert effort, and
persist in the face of failures. In contrast, when people perceive low levels of control, they
withdraw, retreat, or give up – patterns that can become self-reinforcing over time. Beliefs
about control have been shown to predict meaningful outcomes across multiple domains
including education, health, labor markets, savings behavior and parenting among others.9

In particular for teachers, works across economics, psychology, and education consistently
document strong correlation between teachers’ perceived control and their instructional
behavior (Gibson & Dembo, 1984; Rose & Medway, 1981), teaching effectiveness (Filmer et
al., 2021; Klassen & Tze, 2014), and student achievement (Rockoff et al., 2011; Sabarwal et
al., 2022; Tschannen-Moran & Hoy, 2001) across settings.

Where do these beliefs come from? Prior work has shown that aversive environments
with low levels of control can condition individuals to develop low perceived control
with behavioral effects (Sherrod et al., 1977; Hiroto and Seligman, 1975).10 In developing

9An internal locus of control predicts investments in human capital (Caliendo et al., 2022; Coleman &
DeLeire, 2003), job-search efforts (Caliendo et al., 2015; McGee, 2015), investments in health (Cobb-Clark et al.,
2014), savings behaviors (Salamanca et al., 2020; Cobb-Clark et al., 2016), technology adoption (Abay et al., 2017)
and intergenerational investments (Lekfuangfu et al., 2018).

10The extreme case is that of learned helplessness where a person perceives a complete lack of control,
leading to withdrawal. The person does not even try even when opportunities are available.
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country contexts, teachers often face challenging work environments involving high shares
of first-generation learners, wide heterogeneity in student learning within classrooms, and
resource constraints – situations that are largely outside teachers’ control. Repeated exposure
to these low-control environments might be a potential pathway for teachers to develop low
perceived control. For example, faced with a classroom of struggling learners, a teacher
might reason, “Because my students come from disadvantaged backgrounds, there is little I can
do.” In contrast, another teacher in the same situation might reason, “Precisely because my
students are disadvantaged, what I do matters even more.” These thinking patterns, rooted in
perceptions of control, have vastly different implications for motivation and effort. Teachers
who attribute student outcomes to external factors may become less motivated than those
who see outcomes as within their control.

To what extent is perceived control malleable? Recent work in psychology has shown that
perceived control can be manipulated using targeted interventions that train participants
on recognizing differences between controllable and uncontrollable events, and focus on
developing coping skills as pathways out of difficult situations. These interventions have
been shown to enhance perceptions of control, mainly in the context of health and aging
(Frazier et al., 2015; Hintz et al., 2015; Zautra et al., 2012; Lachman et al., 2011).11 McKelway
(2025) implemented a psychosocial curriculum among adult women in India to target labor
supply, and showed that it increased self-efficacy. While these works relate to settings
outside of education, they provide us some grounding to think of perceived control as
potentially malleable in the classroom setting.

My intervention builds on this work and takes a skill-building approach to strengthening
perceived control, drawing on tools from positive psychology. The curriculum is designed to
target perceptions of control by providing psychological skills — including problem-solving,
emotional regulation, cognitive reframing, and adaptive attribution — aimed at reshaping
how individuals interpret and respond to situations within and beyond their control. These
skills, often referred to as non-cognitive, character, or soft skills, have been shown to shape a
wide range of life outcomes (Heckman & Kautz, 2012; Kautz et al., 2014; Almlund et al.,
2011). In positive psychology, these are known as psychological capital or resilience-building
skills, which enhance agency in the face of stress and uncertainty (Luthans et al., 2006;
Dweck, 2006).

In Section 3.2, I provide further details on the curriculum and intervention design.
Teachers in the setting report low perceived control more generally, such as navigating
family obligations in joint families, conflicting personal commitments etc. Consequently,
the curriculum targets beliefs about perceived control in everyday situations, rather than
beliefs about teaching. The modules intentionally exclude any references to teaching skills
or classroom practices, to tackle concerns regarding experimental demand. Consequently,
any effects on teacher effort in the classroom reflect effects on a different domain.

11See Reich and Infurna (2017) for an excellent review of psychology literature on perceived control.

7



3 Experimental Design

3.1 Setting

I conduct the study in partnership with Akal Academies – a large chain of rural,
affordable private schools in north India.12 With an annual tuition of $300 a year and
subsidies and scholarships for lower-income students, the schools primarily cater to middle-
and lower-income households in rural areas. Most students in the setting come from
agricultural backgrounds with limited parental support and involvement in learning. Close
to a third of teachers report that a majority of students in their classroom are first-generation
learners. As is typical in many developing countries, teachers teach classrooms with wide
variation in achievement levels.

The study sample consists of 292 teachers and their students in grades 2, 4, 6, and 8
across 83 schools. Table A1 shows descriptive characteristics of schools and teachers in the
sample. Schools have an average of 500 students, a student-teacher ratio of 18 students per
teacher, and are led by an experienced school principal with more than ten years of teaching
experience. Teachers are mostly female (82%), young (33 years on average), with a median
experience of 6 years. Nearly all teachers have a BA, around 70% hold a Masters degree or
higher, and around 58% have a permanent (as opposed to contractual) status.

3.2 Intervention

I design an intervention that targets teachers’ perceptions of control in everyday
situations, in other words, beliefs about the slope of the perceived effort-outcome
relationship.13 All teachers in the study were invited to attend a five-week training consisting
of 10 sessions, delivered after school hours over Zoom. Teachers were randomized to a
treatment or a placebo arm. Both arms received training of the same duration, structure,
and format but with different content.

Treatment Arm. Teachers in the treatment arm were exposed to a psychosocial curriculum
that uses skill-building and control-enhancing approaches to target perceptions of control.
The curriculum was designed with guidance from WorldBeing - an organization that
develops evidence-based content from positive psychology for disadvantaged communities.
I collaborated with Sukrit, a local NGO that develops motivational programs for youth
and adults in the region, to adapt the content and deliver to teachers. The adaptation
process involved the addition of modules emphasizing strategies for secondary control,
incorporating culturally relevant examples, along with translation to the local language.14

12Akal Academies are a chain of 129 rural schools spread across the states of Punjab, Haryana, Uttar Pradesh,
with headquarters in Himachal Pradesh.

13This paper intentionally adopts a psychologically active approach rather than an informational one. Related
work by Chen et al. (2025) shows that simple information treatments that provide teachers information about
their value-added are largely ineffective in changing teachers’ beliefs and perceptions.

14Psychology literature distinguishes between strategies to exercise control. Primary control (attempt to
change the situation) is different from secondary control (relinquishing control to a powerful other). The latter
is especially relevant to Eastern cultures with less individualistic orientations (Schulz and Heckhausen, 1999).
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To build people’s perceptions of control, the curriculum works through three main
components: (a) building awareness of personal strengths, (b) training people to differentiate
between elements of situations that are inside vs. outside their control, and (c) teaching
appropriate strategies to deal with each type of situation.

The first part is focused on building awareness of personal strengths. The session
introduces different types of character strengths (e.g. curiosity, creativity, forgiveness), and
asks teachers to practice identifying their own strengths and those of others around them.
In the second part, covered across two modules, participants learn to distinguish between
situations that are inside their control and those that are not. These modules use examples
of challenges in everyday life (e.g. financial loss, health issues, balancing personal and
professional commitments), and then use guided worksheets that ask participants to reflect
on these situations and identify elements that were inside/outside their control. The core
message is that, while problems may seem insurmountable at first, individuals can learn
to focus on aspects that they can influence. The third part then delves into appropriate
strategies to deal with situations that are inside vs. outside one’s control. For situations
that are inside one’s control, teachers learn to practice skills such as problem-solving. For
situations that are outside their control, teachers learn practices such as benefit-finding,
that can help them manage their response to challenges. The overarching theme that runs
through the sessions is that there are different pathways out of challenging situations, and
individuals can actively choose how to emerge out of a challenge – one may choose defeat,
go into a survival mode, bounce back to the original state, or at best, emerge stronger
and thrive. See Figure A1 for an example of a content worksheet. Appendix C provides
additional details on the intervention.

These concepts were illustrated through interactive lectures led by a facilitator, using
contextualized examples and narratives, guided reflection activities, and group discussions
in each session. In addition, motivational visuals and affirmations were sent over WhatsApp
groups to reinforce content each week. Sessions were conducted by the NGO staff. I
hypothesize that better psychological skills for dealing with complex situations may affect
teacher behavior through a change in perceptions of control.

Placebo arm. Teachers in the placebo arm also gathered in their respective Zoom groups at
the same time, and received content consisting of psychologically inactive topics not related
to perceived control. These sessions were led by experts at a local agricultural university
and covered informational topics about the environment including sustainable soil practices,
plant growth, fisheries, beekeeping - topics of relevance given that teachers are often from
agricultural backgrounds. These sessions were framed as opportunities to engage with
relevant knowledge beyond mathematics in alignment with India’s National Education
Policy (NEP) 2020 — which encourages teachers to develop broad-based, multidisciplinary
knowledge to help connect classroom learning with real-world contexts. Appendix Table C1
provides additional details on the session-wise content for both arms. The presence of an
active control group helps isolate the psychological mechanism of interest by controlling for
potential confounding effects arising from group attendance itself, such as interactions with
peers or exposure to an external speaker during training.

9



Additional considerations. To incentivize take-up and attendance, teachers were mandated
by school principals to attend all sessions.15 Teachers were divided into 10 groups of 29–30,
with five groups assigned to treatment and five to placebo. Session structure was consistent
across groups: each week included a main session (1 hour) on Sunday and a debrief session
(1 hour) on a weekday evening. The main session introduced a new concept through
an instructor-led lecture with reflection activities. A weekly assignment followed, to be
completed before the debrief session, where facilitators led group discussions on teachers’
responses. To avoid crossovers, treatment and placebo sessions within each school were
scheduled simultaneously, and attendance was monitored by the research team. Attendance
incentives were provided in both arms: each week, top three participants per group were
recognized via a leaderboard, and one best trainee was awarded per group at the end of
training.

To minimize the scope for experimenter demand effects, the curriculum in both groups
had no discussion about teaching skills or classroom practices. Teachers were informed that
this training is solely for their personal development. Neither teachers nor students were
informed about classroom observations or the collection of data on school exams planned
for later in the school year. A separate research team conducted classroom observations at
endline.

3.3 Sample and Randomization

Given statistical power considerations and limited number of schools in the setting, I
employed a within-school randomization design. Math teachers in grades 2, 4, 6, and 8
across schools were enrolled in the study. I randomized at the teacher level stratified by
grade pairings within schools. Pairwise randomization led to increased statistical power
within the existing design. First, schools were randomized to all possible combinations of
non-adjacent grade pair combinations.16 Then, grades within a grade-pair were randomized
to treatment and control. This process ensured stratified random assignment at the school-
and grade-pair-level.

Given that randomization is at the school-grade (or teacher) level, at least two teachers
were needed in every school. This was the school selection criteria used to select study
schools out of the full sampling universe of 129 schools. Based on this criteria, the sample
consisted of 83 schools out of which 54 schools had 4 teachers, 18 schools had 3 teachers,
and 11 schools had 2 teachers. In each of the study schools, one math teacher per grade
was recruited for the study. If multiple teachers were teaching different classrooms of the
same grade, one teacher (and classroom) was randomly chosen. In total, the study sample
comprises 83 schools, 292 teachers, and 7,570 students who are taught by these teachers.

Spillovers may arise if treated teachers share intervention content with control colleagues,
influencing their beliefs, or if students from different treatment arms interact. In the presence
of such spillovers, any intent-to-treat (ITT) estimate of the treatment effect would be biased

15However, teachers could choose not to attend sessions, there was no penalty.
16There are 3 sets of grade pairings to which 4-teacher schools are randomized: (a) (2, 4) and (6, 8), (b) (2, 6)

and (4, 8), and (c) (2,8) and (4, 6). 3-teacher schools are randomized to one of the following three pairings: (a) 2
and (4, 6); (b) 4 and (2, 6); (c) 6 and (2, 4).
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downward. In principle, given the intensive and skill-based nature of the intervention, the
likelihood of meaningful transmission through mere verbal interactions is low. To further
mitigate this risk and minimize the possibility of spillovers, I work with teachers from
non-adjacent grades only, as teacher interactions are most likely to occur across adjacent
grades.17

3.4 Data and Outcomes

Data were collected by an independent field team through four school visits during the
2022–23 academic year, with a baseline in August, followed by three rounds of endline in
November, February, and April. The full timeline is in Figure 2. Across these visits, primary
data on teachers’ beliefs and effort were collected using surveys and field observations,
while student records were accessed directly from schools. Enumerators were blind to
teachers’ treatment status. Data quality was ensured through frequent monitoring and
consistency checks.

Outcome measures are summarized below and explained in more detail in the results
section. I pre-registered three primary sets of outcomes: (1) teachers’ beliefs, (2) teacher
effort, and (3) student learning. I measure multiple types of beliefs relevant to the setting
using both incentivized approaches and surveys. These include a real-stakes task to
capture perceived control, psychometric scales to capture locus of control and generalized
self-efficacy, and a survey question to elicit teachers’ perceptions about the drivers of student
learning. Teacher effort is assessed both at the extensive margin (attendance) and intensive
margin (classroom practices and grading behavior), using field observations by surveyors.
Student learning is measured using data on school-administered end-of-year math exams
to capture downstream effects of the intervention with teachers on students. All these
outcomes were pre-registered.18

To better understand mechanisms and additional outcomes that might be impacted by
the intervention, I collected data on secondary outcomes. These include risk preferences,
growth mindset, and mental health of teachers. Additionally, I also collected data on
teachers’ expectations of their students, teachers’ retention of training content over time,
student motivation, and supplemental learning inputs at home. Further details on outcome
measures are presented along with the results. I also accessed administrative data on
school characteristics, teacher background, and student characteristics from school records.
To examine the severity of social conformability bias among self-reported measures, I
administered the Marlowe-Crowne survey module to all teachers at baseline, which captured
respondents’ propensity to give socially desirable answers (Crowne and Marlow, 1960).

Elicitation exercises (for beliefs and risk preferences) were conducted with teachers at
three points: at baseline, first, and third round of endline. Other survey-based, as well as

17Using a network survey for pilot schools, I found that teacher interactions were higher for teachers of
adjacent grades, as compared to those from non-adjacent grades. This guided the choice of grades.

18The study was registered on AEA RCT Registry (#0009803) on July 28, 2022, prior to the start of the trial. A
detailed pre-analysis plan, including all regression specifications, was uploaded on November 4, 2022—after the
start of data collection for the first endline but before any post-treatment data had been compiled or accessed.
Data collection for the first endline concluded on December 9, 2022.
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observation-based measures of teachers’ beliefs and effort were collected in all four survey
rounds. To maintain a reasonable survey length and minimize respondent fatigue, some
outcomes were intentionally not measured in every round. Table A2 provides a summary of
outcome measures collected at each round.

3.5 Experimental Integrity

Randomization achieved balance across treatment and control groups on teacher and
student characteristics, as well as baseline performance (Tables A3 and A4). Among 19
teacher-level covariates, only two show statistically significant differences at the 10% level,
which is no more than what would be expected by chance. The null hypothesis of joint
significance cannot be rejected (p-value of F-test = 0.306), indicating no systematic imbalance.
Student-level covariates also show no significant differences, and the p-value of the joint
null is 0.39. Figure A2 shows balance in baseline test scores.

Attrition was low and balanced across experimental arms (Table A5). The attrition rate
among teachers was 10%, 11% and 13% across the first, second and third endline rounds,
respectively. 96% of teachers were surveyed at baseline and at least one endline, while 82%
were surveyed across all rounds. Attrition was mainly driven by contractual teachers who
left school or those who went on an extended leave, and is typical of the turnover rate in
this rural setting.19

Attendance tracking for the intervention shows compliance with the experimental
assignment. On an average, 85.3% of teachers attended at least one session, and this rate
is balanced by treatment status (Table A7). The mean attendance rate was 52% indicating
that teachers attended an average of five out of 10 training sessions. Figures A3 and A4
show the distributions of total and session-wise attendance by treatment. Both groups see
a dip in attendance after the first session, however, note that attendance in later sessions
is endogenous to the nature of the content. Importantly, attendance in the first session is
balanced across both groups (Table A7, col. 2). Sessions were interactive, with an average of
3.8 chat messages per participant (SD = 5). Around 39% of teachers provided verbal input
by unmuting themselves in at least one of the five main sessions, balanced across both arms.

4 Empirical Strategy

I estimate the effects of the intervention on outcomes using the specification below.20

yigjt = β0 + β1Tgj + α1yigj0 + XgjΓ + νj + ϵigjt (1)

19Table A6 shows the reasons for attrition. The most common reason was that the teacher left school, followed
by long-term absence (on account of a medical leave). In the latter case, some teachers returned in a later endline
and were tracked. Those on short-term leave were contacted over phone and administered surveys remotely.
Appendix E presents further details regarding correlates of attrition in line with the pre-analysis plan.

20The pre-analysis plan outlined three specifications which sequentially added baseline value of outcome and
controls selected using the LASSO procedure. In the main tables, I present results using the full specification
only for brevity. Appendix tables show the robustness of the findings with alternative specifications. Appendix
E.3. lists all deviations from the pre-analysis plan.
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yigjt is the outcome for student i in grade g and school-grade-pair j at endline t, Tgj is
an indicator for whether the teacher corresponding to school-grade g was treated, yigj0
is the baseline value of the outcome, νj is a matched-pair fixed effect, Xgj is a a vector
of sociodemographic controls selected via double-selection LASSO to maximize precision
following Belloni et al. (2014), and ϵigjt is an idiosyncratic error term.21 Given multiple
endline rounds throughout the year, I pool across endline rounds to present average impacts
unless otherwise stated. I estimate an analogous specification for teacher-level outcomes.

The coefficient of interest is β1 which estimates the intent-to-treat (ITT) effect of the
intervention. All specifications with pooled data control for round fixed effects to account
for any period-specific changes and time trends. Since treatment is assigned at the teacher
(school-grade) level, I cluster standard errors at the teacher level.

To address multiple inference when analyzing effects on primary outcomes, I construct
summary indices to reduce dimensionality. Consistent with my pre-analysis plan, I also
report adjusted p-values to control for the false discovery rate, using two approaches: the
Benjamini-Hochberg method (Benjamini and Hochberg, 1995) and the more conservative
Benjamini-Yekutieli step-up method (Benjamini and Yekutieli, 2001). These adjustments
account for multiple hypotheses within each table.

5 Results I: Teachers’ Beliefs

I test for shifts in teacher perceptions related to control using survey-based measures as
well as a revealed preference measure using an incentive-compatible task. Below, I describe
the measures in detail and report results alongside.

5.1 Survey-based Measures

(1) Locus of control: I use an adapted version of the Rose and Medway (1981) teacher
locus of control scale, which presents 10 classroom scenarios involving student performance,
behavior, or instructional challenges. In each scenario, teachers choose between an internal
(teacher-driven) or external (student- or context-driven) attribution — allowing the measure
to capture the extent to which teachers attribute student outcomes to their own actions.

(2) Generalized self-efficacy: I use the standard Schwarzer and Jerusalem (1995) scale,
which asks respondents to rate agreement with 10 statements about handling challenges
and setbacks. This measure captures a broad sense of self-efficacy across life domains, rather
than beliefs specific to the classroom setting or teaching in particular.

Further details on the full set of items for (1) and (2) are provided in Appendix D.1. For
each construct, I create a summary index following Anderson (2008), using weights based
on the inverse of the variance-covariance matrix across all items within the respective scale.

(3) Beliefs about teaching inputs: I adapt a measure from the China Education Panel Survey
(CEPS) to elicit beliefs about education production. Teachers are presented with a list of

21Appendix Table A8 lists the full set of controls that the double LASSO procedure chose from. In line with
the pre-analysis plan, baseline value of outcomes and strata fixed effects are not penalized in these regressions.
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nine inputs and asked to rank these from most important to least important for student
learning. The list includes student-level inputs (student’s talent, effort, family background,
prior learning), teacher-level inputs (teachers’ teaching method, attention to students), and
school-level inputs (staff salary, school management, and teaching facilities). I construct an
indicator for whether a teacher-level input is ranked as the most important.

Effects on self-reported beliefs: Table 3 presents the results on these self-reported beliefs.
Treatment teachers score 0.16 SD higher on teaching locus of control (p-value = 0.029)
which indicates that when when presented with common classroom situations (such as
a difficult student, a difficult concept, or a noisy classroom), teachers are more likely to
attribute causality to own actions rather than external forces. On generalized self-efficacy,
treatment teachers score 0.11 SD higher (p-value = 0.161), reflecting modest improvements
in broader agency beliefs. As shown in Panel B of Figure A6, the baseline distribution of
self-efficacy is heavily left-skewed, with many teachers already scoring near the top of the
scale. This ceiling effect likely limits the ability to detect statistically significant changes,
and may explain why the increase in self-efficacy is only suggestive. In addition, treatment
teachers are 6 percentage points more likely to rank teacher inputs as most important for
student learning, relative to the control mean of 32% (p-value = 0.043). Overall, treatment
teachers score 0.23 SD (p-value = 0.004) higher on an aggregate index that combines the
three self-reports.22

5.2 Revealed Preference Measure

Using self-reports may not always be credible as teachers might have incentives to
misreport. To tackle this concern, I devise an incentive-compatible elicitation mechanism
using Multiple Price List (MPL) procedure.23

I ask teachers to make a sequence of 10 binary choices across contract types to receive a
bonus at the end of the year. Teachers choose between a flat bonus and a performance-linked
bonus that links payoff to the test score improvement of a randomly chosen below-average
student in their class. In each decision round, teachers choose between receiving Rs 1000 as
flat bonus and Rs 2000 conditional on the test-score improvement of X points, where X = {0,
2, 4, 6, 8, 10, 12, 14, 16, 50}. Thus, the choices in each round keep the reward size fixed but
incrementally increase the stakes of the performance-pay contract with a higher minimum
threshold required for the payment to be received. The task is real stakes: teachers are
paid at the end of the year, and for context, Rs 2000 is around 1% of annual teacher salary.
I use the switching point on the task (from performance-linked to flat pay) as a revealed
preference measure for the extent to which teachers perceive control over student learning.
Later switching points in the task indicate a higher level of confidence in teacher abilities

22As pre-specified, I also attempted to elicit beliefs using vignette questions asking teachers to estimate
scores for low-, medium-, and high-performing students after an additional hour of weekly effort. Table A13
suggests this measure suffers from mismeasurement: it loads negatively on the first principal component of
belief measures, unlike others that load positively on a shared latent construct. This suggests it may not reliably
capture perceived control. Despite these concerns, results are reported in Appendix Table A14.

23Multiple price list was chosen over a Becker-DeGroot-Marschak approach (Becker et al., 1964) for relevance
to the belief measure in the context and to facilitate ease of understanding.
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to generate student learning. Table 2 lists the choice rounds in the multiple price list. Full
details of the experimental task and script are in Appendix B.

The administration of the task involved two guided examples, an explanation of rules
for compensation using a pre-recorded script, and comprehension questions to ensure that
teachers understood the task. This was followed by the actual task. Teachers completed the
MPL task at baseline, one month, and six months after the intervention. Importantly, while
teachers made choices at three points during the study, the payment, based on a randomly
selected row in the task, was made only once, at the end of the year.24 This design prevented
teachers from sorting into a particular contract type ex-ante. Throughout the year, unless
they consistently chose either flat or performance-based pay, they did not know which row
would be selected for payment, and thus which contract type would apply.

Given that the task presents choices between risky and risk-free options for bonus pay,
one concern is that teachers’ choices may be reflective of their risk preferences instead of
beliefs about influence over student learning. To explore this channel, I experimentally
measure risk attitudes through a second price list task. Participants choose between a
hypothetical fixed payment and a lottery that yields 100,000 rupees with probability 0.5 and
zero otherwise. The lottery remains the same in all rows while the safe payment increases.
Earlier switching points indicate a lower certainty equivalent than later switching points.
Details on the task are in Appendix Table D.3. When analyzing treatment effects on teachers’
beliefs, I control for baseline risk preferences. I also investigate effects on risk preferences as
a secondary outcome.

Effects on Revealed Preference Measure: I begin by examining response patterns on the
multiple price list task. Most teachers exhibit consistent preferences: they choose the
performance-based bonus in the early rows and switch once to the flat bonus in a later
row.25 I use the switching point — the first row in which a teacher selects the safe option (flat
bonus) — as the pre-registered measure to capture perceived control.26 Given the design
of the price list procedure, later switching points in the task are consistent with greater
confidence in one’s ability to influence the scores of low-performing students. Because
the reward size is constant across choice rounds, the switch in the contract choice as the
threshold rises cannot be attributed to variation in extrinsic reward or preferences over
reward size.

Figure 3 shows the distribution of switching points in the MPL task. Consistent with
low perceived control, around a quarter of teachers opted for the flat-pay option in the first
row, at baseline. Table 4 shows the effect of the intervention on teachers’ switching points.

24At baseline, teachers were asked to make their selection to receive the payment at the end of school year.
At the first endline, they were informed that they had the option to make a different selection. At the second
endline, payments were made. Following the exercise, a third elicitation was done - teachers were asked how
they would choose if offered a similar bonus opportunity for the following year.

25As is typical in experimental tasks, a fifth of teachers made inconsistent choices at baseline — either
switching multiple times or unique switches in the reverse direction. This proportion dropped to 8% in
subsequent rounds, likely due to improved comprehension in the repeated administration of the task. Table A9
shows the full distribution of responses across rounds.

26Note that the construction of this measure takes into account all teachers (including those with multiple
switching points). In practice, this is akin to a design where the survey stops after the first switch is made and
has been widely used in the experimental literature (Andersen et al., 2006). I also check the robustness of results
to using a conservative measure that drops teacher-round observations with inconsistent choices.
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The results are shown for the pooled sample using the main specification in equation (1),
sequentially adding risk preferences. I find that the switching point for treated teachers
is higher than that for control teachers by 0.45 (col. 2, p-value = 0.012). Given that the
switch points correspond to discrete test-score brackets that quantify the level of teachers’
perceived control, I use a second specification that uses the midpoint of the bracket as
the dependent variable.27 Cols (3)-(4) show that the treatment effect in terms of teachers’
predicted test-score increase is 1.17 points on the test, which is around 5.5% of a standard
deviation for student test scores.28 Compared to the control group, the treatment teachers
exhibit a 15% increase in confidence over their abilities to raise student learning as elicited
through their choices in the revealed preference task. Note that, given the task involves
real stakes, the switching point reflects more than mere desire or intention: teachers are
willing to forego a certain payment for a riskier option where they would have to get a
low-performing student to improve their test-scores.

Tables A10 and A11 show that results remain robust without LASSO controls, with
estimates that are similar in magnitude and significance. Additionally, columns (4)–(9)
present round-wise estimates, which, though constrained by limited sample sizes for each
round, consistently show positive effects. Notably, these effects persist six months after the
intervention, even as teachers begin working with a new cohort of students in the following
academic year. In Table A12, I show robustness of main results to restricting the sample to
teachers with well-behaved preferences. The effect size for the switching point is 0.42 (col. 5,
p-value = 0.039), the magnitude remains stable and consistent across specifications.

Overall, the above patterns suggest that the intervention led teachers to positively update
their beliefs about perceived control in influencing student learning.

6 Results II: Teacher Effort

6.1 Measuring Teacher Effort

I use a set of pre-registered measures to capture multiple dimensions of teachers’ effort
across the extensive and intensive margins. These are detailed below.

(1) Attendance: I capture effort at the extensive margin through teacher attendance, data
on which was accessed through school administrative records.

(2) Classroom Observations: At the intensive margin, I measure effort in the classroom
both through direct observation and records of past behavior. To capture what teachers do
in the classroom, trained observers who are blind to treatment status, conduct classroom

27The midpoints for the ten rows are: -1, 1, 3, 5, 7, 9, 11, 13, 15, 17, 50. For never-switchers who always chose
flat bonus, the test-score equivalent may lie anywhere in the interval (-100, 0). For those who always chose
the performance-linked bonus, it may lie anywhere between (50, 100). On the lower end, -1 would be the next
midpoint if the MPL had included a choice between performance-pay conditional on score higher than -2 and
flat pay. The regression results reported here use -1 as the lowest, and 50 as the highest test-score equivalent. For
the penultimate row switchers, 17 would be the midpoint if the price list included a choice between 18 points
versus Rs 1000. In line with related work (Dean & Sautmann, 2021), I show the most conservative estimates
using the lowest values on the upper end, and also including negative values on the lower end.

28End-of-year math scores have a mean of 64 and a standard deviation of 21.
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observations and score teachers on objective measures of effort. The observers used a
standard observation tool which I curated using items from widely-used international tools
such as World Bank TEACH, Service Delivery Indicators (SDI) and Stallings instruments, and
adapted after extensive piloting. The items capture both the quantity and quality of teacher
effort across domains such as classroom climate (e.g., number of students raising their
hands), engagement (e.g., number of students called by name), and pedagogical practices
(e.g., type of questions asked—stimulating, recall-based, or application-oriented), among
others.29 The measures were carefully chosen so that they: (i) made it hard for teachers
to manipulate effort on the spot, and (ii) reduced the amount of observer subjectivity in
scoring teacher behavior. All measures required a binary or numeric response. At no point
did surveyors share any information with teachers or school principal about the observation
tool being used. Further details on observation protocols are in Appendix D.2.

(3) Reviews of homework notebooks: Given that direct classroom observation by surveyors
may be subject to Hawthorne effects, I used reviews of homework notebooks as a measure
of past teacher effort, on the lines of Muralidharan and Singh (2020). In each classroom,
homework notebooks of two randomly selected students were reviewed and scored
for (a) whether the notebook had been checked, (b) the nature of feedback provided
(general/question-specific/none), and (c) whether any encouraging feedback had been
provided. These provide a record of teacher behavior outside the moment of observation
capturing effort in providing feedback — an effort measure that is harder to manipulate.

To avoid problems associated with multiple hypothesis testing, I generate a single
summary index for classroom observations and another for past effort by calculating
inverse-covariance-matrix-weighted averages following Anderson (2008). This exact measure
was pre-registered in my pre-analysis plan. I also present decomposed results, including
domain-wise indices and individual items.

(4) Self-reported effort: Additionally, I complement the above measures with teacher
reports of time-use that capture time spent on class preparation and grading notebooks
among other activities on a typical day, and whether they engaged in after-school tutoring.

All measures of effort, objective and self-reports, are collected at each of the four survey
rounds - at baseline, and three rounds of endline.

6.2 Impact on Teacher Effort

Attendance: Table 5 presents the results for both extensive and intensive margins of
teacher effort. Col (1) shows effects on teacher attendance during the academic year.30 I
find no difference in teacher attendance across treatment and placebo groups. This is not
surprising in light of the fact that average attendance rates are already high in this setting
with a mean and median of 0.84 and 0.9 respectively.

29A total of 29 items were pre-grouped into six domains: materials and content, effort at facilitating
engagement, effort at making the class accessible, pedagogical practices, teacher demeanor, and classroom
climate. The full observation tool is in Appendix Table D.2.

30Attendance data was accessed from school registers. While most schools maintained hard copy records for
attendance, some schools transitioned to a biometrics system of attendance mid-way through the year. Due to
technical glitches, biometric attendance data of 15 teachers could not be retrieved.
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Classroom Effort: Table 5, cols (2)-(3) show results for the intensive margin of effort
captured through classroom observations by treatment-blind observers for pooled data
combined across all survey rounds. Treated teachers score 0.13 standard deviations higher
on the summary index of in-class effort compared to control teachers (p = 0.021). Table A15
shows that the result remains robust across specifications without LASSO controls. Cols
(3)-(8) also present round-wise estimates: the magnitude of the effects is high in the first
month after the intervention, persists and intensifies around 3 months later, with effect size
upto 0.15 SD. By six months post-intervention, the effect tapers to 0.04 standard deviations.
The reduced effect size at six months may partly stem from the transition to a new academic
year, during which teachers are still adjusting to a new group of students and their effort
levels may not have fully ramped up yet.31

Table A16 further decomposes the effects on classroom effort by examining pre-defined
sub-indices. The psychosocial treatment led to meaningful improvements across three key
domains. Treated teachers invested significantly more effort in making more effective use of
instructional materials and content (0.12 SD, p < 0.05), facilitating student engagement (0.19
SD, p < 0.01), and adopting pedagogical best practices (0.15 SD, p < 0.05).32 A more granular
item-wise breakdown shows that treatment teachers engaged more students by calling them
by name, made greater use of textbooks in their classroom teaching, and demonstrated
more solved problems in class (Table A17). These patterns suggest that teachers used their
discretion to selectively invest in particular dimensions of effort.

Grading Effort: Table 5, column 3 shows results for teachers’ grading effort as reflected in
the quality of feedback provided in homework notebooks of students. Treatment teachers
score 0.11 standard deviations higher on a summary index of grading effort compared
to control teachers, and the effect is significant at 5% level of significance (p-value =
0.01). Further, Table A18 shows that the effects are driven by the provision of detailed
question-level feedback by teachers in the treatment group. Treatment teachers are 6
percentage points more likely to provide detailed as opposed to generic feedback on student
work (p-value = 0.058). While classroom observations may be subject to Hawthorne effects
where teachers (across both treatment and control) are likely to portray their best behavior
in the presence of an external observer, this alternative measure using grading practices
offers a relatively clean and undistorted measure of past effort. One concern is that given
that the measure used information from only two randomly sampled students per teacher,
this could be a noisy. However, aggregating individual measures into an index reduces
noise as random errors that are uncorrelated across indicators are likely to cancel each other.

Self-Reported Effort: Table 5, columns 4 and 5 show effects on self-reported measures of
effort captured through time-use and reports of after-school tutoring. Treatment teachers
spend an average of 8.4 minutes more per day checking homework compared to control

31Note that the round-wise estimates are constrained by limited sample size, hence not powered to detect
statistically significant effects.

32The sub-index "Materials and Content" includes indicators for blackboard, textbook, teaching aid use, and
whether homework was assigned, as well as numeric measures like the number of worked examples, and
in-class exercises. "Effort in facilitating engagement" captures observable behaviors such as how often a teacher
calls students by name, makes individual visits to desks, or engages those seated at the back. "Pedagogical
best practices" are assessed based on the types of questions asked in class (e.g., related to recall, application, or
encouraging creativity) and curricular techniques like starting with a prompt or ending with a summary.
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teachers, which translates to an increase of 11 percentage points (p-value < 0.01). This
result aligns with earlier result on the provision of more detailed feedback from treatment
teachers as captured through observation of homework records by independent observers.
This suggests that treatment teachers either provide more homework or devote extra time
grading homework – both indicative of greater effort. In contrast, there is no statistically
significant effect on time spent on class preparation, traveling, or working on administrative
tasks (Table A19). I also find that treated teachers are 9 percentage points (p-value < 0.01)
more likely to engage in after-school tutoring. While I do not have information on who
attends these after-school sessions, it is not uncommon for teachers to also be tutors to
their own students after school hours (Jayachandran, 2014), in which case, this might be
a potential alternative channel through which teachers supply additional effort outside
regular class time.

Overall, these results show that the treatment influenced teacher behavior and raised
effort. Since the intervention was not related to pedagogy, these changes cannot be attributed
to the acquisition of any new pedagogical skills. Instead, they suggest that teachers are likely
aware of different dimensions of instructional effort and ways to target student learning,
and reflect a reallocation of their discretion towards these aspects of practice.

7 Results III: Student Outcomes

7.1 Student Learning

I measure student learning in mathematics after one year, using standardized test scores
in mathematics at end-of-year exams. The school chain conducts centralized end-of-year
assessments enabling comparability of student performance across schools. The assessments
test for mathematical competence on taught curriculum. Further, these are externally
graded by teachers from other schools in the network. While the primary outcome is scores
on end-of-year Math exams, I also collect data on previous year final scores, as well as
assessments throughout the year including pre-midterm, and midterm scores. The timeline
of these assessments is in Figure 2.

The student dataset consists of 318 classrooms taught by 292 teachers in the study. 91%
of teachers teach one classroom, while 9% of teachers teach two classrooms either in the
same or another study grade. At the beginning of the academic year, I collected student
information for 7,570 students who were taught by study teachers. 21 teachers left during
the academic year, so their classrooms were assigned to an alternative teacher in the school.
I estimate regression specifications primarily for students in classrooms where the teacher
remained through the end of the study, and also report results for the full student sample.33

To estimate the impact on student learning, I implement equation (1) by regressing
end-of-year scores on treatment indicator, lagged test scores and strata fixed effects, apart
from double-lasso selected controls. Given that the intervention occurred into the school

33A total of 271 teachers remained until the end of the study, and taught 7,027 students. Of these, final exam
scores are available for 6,941 students — 99% of the total — forming the main analysis sample. In the full
sample of 7,570 students, final exam scores are available for 7,473 students.
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year, both pre-midterm and previous year final scores are available as measures of baseline
performance. The previous year scores are externally graded but available for only 87% of
the sample. In contrast, the pre-midterm scores are internally graded and available for 99%
of students. I use pre-midterm scores in the analysis since these are available for a larger
sample. Figure A5 shows that the distributions of both measures are broadly similar.

Table 6 shows the results for student learning. Students taught by treatment teachers
score 0.096 SD (col. 3, p-value = 0.036) higher than those taught by control teachers at the
end-of-year Math exams. The estimate remains stable in magnitude (between 0.09 and
0.1 SD) as well as significance, in specifications without LASSO controls (cols. 1 and 2).34

These are sizable gains, and the magnitude of effects is substantial especially given that the
intervention targeted teachers instead of students, reflecting downstream effects.

Could performance-linked bonuses have created perverse incentives for teachers to
inflate student scores? This risk is mitigated by two key features: (a) both groups received
the option to receive performance-pay, making systematic differences in score inflation
unlikely; and (b) all end-of-year exams were centrally administered with external proctoring
and grading, limiting teacher discretion in manipulating test scores.

Given the nature of teacher incentives offered to both groups as part of the
belief-elicitation task, teachers stand to gain from performance improvement for students
in the bottom-half of the distribution only, and not the top-half. One concern is that this
may divert effort away from better-performing students. To test if this is the case, I examine
heterogeneity in treatment effects by baseline ability. I find no evidence of differential
treatment effects by student baseline performance (Table 7, column 3).

Figure 4 plots nonparametric treatment effects by percentile of baseline score. We see
that while gains are larger for the lower tail, these are also present for the top tail, and the
null of equality cannot be rejected. This indicates that the learning gains are broad-based.
Even though teacher incentives are designed to reward gains for the bottom-half of the
student distribution and the bottom-half is better off, the top-half is not worse-off. This
indicates that the intervention led to a Pareto improvement compared to the status quo.
Additionally, I do not find any heterogeneity in treatment effects by student characteristics
including gender, socioeconomic status, and grade (Table 7).

Next, I investigate heterogeneity in effects by teacher characteristics. Interestingly,
I find that the effects on student learning are driven by students who are taught by
teachers with low levels of baseline beliefs about perceived control (Table 8, p-value for
the interaction coefficient = 0.05). I do not find any heterogeneity in treatment effects by
teacher characteristics including experience, baseline effort and value-added, the estimates
on interaction term are negative, but not statistically significant.

34The analysis is restricted to students whose teachers had not attrited before the last endline. For classrooms
that experienced teacher attrition, an alternative teacher was assigned to teach the students. The alternative
teacher could be a study teacher with the same or different treatment status, or a non-study teacher from the
same school. In Table A20, I show results for the full sample of students including the classrooms whose
teachers had attrited midway through the year. Estimates are slightly reduced in magnitude ranging between
0.06-0.08 SD (p-value = 0.078), and can be interpreted as a lower bound on the treatment effect.
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7.2 Additional Outcomes

In addition to test scores, I examine two intermediate student-level outcomes: motivation
and home learning inputs, using data from a student survey conducted at the first endline.

Student Motivation. To capture motivation, students were asked to indicate their level of
agreement with a set of four statements: (1) I enjoy learning Math, (2) Math is my favorite, (3)
Math is hard, and (4) Math makes me nervous. While I find no statistically significant effect
on the aggregate measure, I find that students in the treatment group were 2 percentage
points less likely to report that Math made them feel nervous, given control group mean of
31% (p-value = 0.09). The effects on other self-reports of motivation are also in the expected
direction, though not statistically significant (Table A21).

Home Inputs. To examine whether parents responded to the intervention by changing
inputs at home, I collected student reports on the nature of learning support received at
home. I find no statistically significant differences between treatment and control groups
in whether a parent helped with homework or whether the student attended after-school
tutoring (Table A22).35

8 Mechanisms and Discussion

In this section, I discuss potential mechanisms behind the main results on teacher effort.
While the experimental design does not allow me to disentangle all potential channels
through which the intervention influenced outcomes, I consider a range of channels, conduct
additional tests using pre-registered secondary outcomes, and provide suggestive evidence
and discussion on which channels are more plausible than others.

8.1 Exploring Alternative Mechanisms

Mental Health. To explore the possibility that the intervention influenced teachers’ mental
health, I administered the standardized Center for Epidemiological Studies - Depression
(CES-D) Scale (Radloff, 1977), a widely used measure in the literature. The CES-D scale
consists of 20 items that ask respondents to indicate the frequency of symptoms related to
stress, burnout, and depression (such as restless sleep, poor appetite, etc.) over the past
week. Following the pre-analysis plan, I examine both the standardized depression score,
and an indicator for severe depression based on established cutoffs. I do not find any
statistically significant effect on the overall depression score, with an estimated coefficient
of 0.085 SD (Table 9, col. 2, p-value = 0.207).36 For severe depression, the estimated effect is
0.005 (Col. 3, p-value = 0.738), with tighter confidence bounds and a more precise null result.
These patterns suggest that the intervention did not meaningfully alter mental health, as

35The relevant questions were administered to students in grades 6 and 8, and responses are limited to
students who were present on the day of the survey.

36In the absence of a baseline measure, estimates are less precise. The 95% confidence interval (–0.04, 0.21)
suggests that while any worsening of mental health would be modest, even the most optimistic improvement
would be small. More precise null results for severe depression further reduce concerns about adverse impacts.
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measured by depressive symptoms. This is perhaps not surprising as the workshop – while
facilitating debrief sessions and forums for group discussion – did not specifically target
depression or had any key elements of a group therapy session.

This leaves open the possibility that other dimensions of psychological well-being were
affected, those not explicitly measured by the given scale. For example, one concern is that
the intervention may have improved teachers’ overall well-being or job satisfaction, thereby
increasing their motivation to work harder. If this were the case, we would expect treatment
effects to be larger among less experienced teachers, who are more likely to revise their
views about the value of their work, as compared to more experienced teachers who are
likely to hold more stable perceptions about the value of work formed over years of practice.
However, I find no evidence of heterogeneity in effects by teacher experience (Table 8).

Risk Tolerance. If the intervention made teachers more willing to take risks, they might
have been more inclined to engage in effortful behaviors with uncertain outcomes. To
measure risk preferences, I use a multiple price list task involving hypothetical choices
between a certain payment and a lottery, administered at baseline and in two endline rounds.
I construct an indicator for risk aversion that takes the value one if the certainty equivalent
is below the expected value of the lottery. The intervention had no discernible effect on risk
aversion: the coefficient estimate is 0.015 with a p-value of 0.597 (Table 9, col. 1).37

Growth Mindset. Should we interpret the observed increase in effort as evidence of a
broader shift in beliefs about the malleability of intelligence—commonly referred to as a
growth mindset? While growth mindset encompasses the general idea that abilities can
be developed through effort, most interventions in education, focus specifically on the
malleability of intelligence (Yeager et al., 2016; Yeager et al., 2019; see Burnette et al., 2023
for a review).38 These interventions typically employ domain-specific messaging, such as
emphasizing the plasticity of the brain and linking academic effort to improved academic
ability. In contrast, the intervention studied here was general in scope. It lacked any direct
messages about the malleability of intelligence, the cognitive science of learning, or the
mechanics of effective teaching. Given this design, there is little reason ex ante to expect
meaningful changes in growth mindset.

Consistent with this, I find no evidence that the intervention altered teachers’ beliefs
about the malleability of their own or student intelligence. I measure growth mindset using
the Implicit Theories of Intelligence scale (Blackwell et al., 2007), administered in two of the
three endline survey rounds.39 The estimated effects are small and non-significant: –0.083

37The 95% confidence interval of (–0.04, 0.07) excludes meaningful increases in risk tolerance; if anything,
the point estimate suggests a slight increase in risk aversion.

38One exception is Yeager et al. (2013), which targets beliefs about the malleability of personality and examines
whether it reduces aggressive behavior among high-school students.

39This scale asks teachers to rate their agreement with six statements about intelligence; three refer specifically
to student intelligence, and three to intelligence more generally. See Appendix D.3 for the full scale. Responses
range from 1 to 6, with scores of 4 or higher interpreted as indicating a growth mindset.
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SD (p = 0.293) on the standardized index, and –0.009 (p = 0.805) on the binary indicator for
holding a growth mindset (Table 9, columns 4 and 5).40

Nonetheless, it is possible that the intervention shifted teachers’ mindsets in areas beyond
intelligence, such as their ability to teach effectively, build relationships, and engage students
— domains not captured by the standard growth mindset scale used in the literature, which
focuses solely on intelligence. Viewed this way, the intervention may have shifted teachers’
broader sense of agency—shaping how they see themselves in the world—even if it did not
change their beliefs about intelligence per se.41

Group Effects, Experimental Demand, and Spillovers. Given that the intervention was
implemented in a group setting with an external facilitator, an alternative channel may
be that teachers acquired useful knowledge from their peers and colleagues that might
have shaped their effort responses. This concern was largely tackled at the design stage by
making sure that the placebo group also received a similar training with similar group size,
duration and format in terms of assignments, debrief sessions, and incentives for attendance.
Besides, the placebo topics were related to agriculture, environment and biodiversity, which
are unlikely to affect the outcomes in this setting. The treatment effect is unlikely to be
driven by any aspect of the training beyond the psychosocial content.

Experimenter demand effects might be a concern if teachers reported answers or faked
behavior that they believed the researchers were interested in. However, these are also less
likely in the setting. First, all primary outcomes had objective measures as opposed to
self-reports. Second, the intervention did not contain any references to classroom-related
practices or pedagogy and was imparted as a broad-based training for personal growth of
teachers in all areas of life. More specifically, teachers were not aware that their effort in the
classroom or their grading behavior would be monitored after the intervention and linked
to the training. An independent field team conducted classroom observations, different
from the team that conducted the intervention. These design features minimize the risk of
experimenter demand driving the effects.

The randomization design took account of the possibility of spillovers by including
only non-adjacent grades in the study. However, teachers within the same school may have
communicated about the intervention. Given the medium-touch nature of the training —
featuring debrief sessions and reinforcement activities — in principle, the motivational
effects are hard to diffuse across teachers through communication alone. Yet, I attempt to
document potential spillovers within schools by testing teachers’ knowledge of concepts
taught in the psychosocial training. I find limited evidence of knowledge diffusion across
groups over time.42 While it is difficult to rule out the possibility completely, potential

40To further explore possible heterogeneity, I examine subscales focused on beliefs about student intelligence
versus general intelligence (Table A23). I find no statistically significant effects on either dimension, with
coefficient estimates of 0.007 (p = 0.827) and –0.12 (p = 0.720), respectively.

41This interpretation aligns with earlier psychological theories on perceived control and attribution, which
underpin much of mindset research. Perceived control is often viewed as a precursor to growth mindset,
shaping individuals’ beliefs about the malleability of abilities (Dweck & Yeager, 2020).

42Appendix Table A24 shows that, at each endline round, treatment teachers consistently scored higher
than control teachers on training-related content, with the difference being statistically significant (p-value <
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spillovers are likely to dampen the treatment effect and bias the ITT estimate downward. In
this case, the observed effect can be interpreted as a lower bound for the true effect.

Downstream Effects on Student Learning. How do we understand the transmission of
effects from teachers to students? The intervention significantly improved student learning
as measured by end-of-year scores. This is most likely to have transmitted through increased
teacher effort, while parental inputs or after-school support can be ruled out as potential
channels (as shown in section 7). There could have been a concern about a Pygmalion effect -
learning rising solely due to a rise in teacher expectations of student performance without
any corresponding changes in effort (Asim et al., 2024).43 However, because classroom
observations, grading records, and time-use data all show sizable and consistent increases
in real effort exerted by teachers, this concern is largely ruled out.

8.2 Discussion

While the intervention could plausibly have affected various other channels, I do not
attempt to provide an exhaustive account of all possible pathways. Overall, the evidence
suggests that the intervention likely operated through a combination of psychological
skill-building and enhanced perceptions of control. While I do not directly measure
skill acquisition, open-ended feedback from treatment teachers points to acquisition of
general psychological skills, such as reframing challenges and problem-solving.44 This is
supported by granular changes in classroom behavior, as captured by observation data
(Tables A16 and A17) suggesting application of these skills in the classroom. Importantly,
I also find consistent improvements in teachers’ beliefs about control, both general and
classroom-specific, as evidenced by the incentivized elicitation task and a composite index
of self-reported constructs including locus of control, self-efficacy, and beliefs about teacher
inputs (Tables 3 and 4). Together, these patterns suggest that the intervention likely provided
teachers with a psychological toolkit of adaptable skills that shaped how they see their role
and agency in the classroom.

9 Conclusion

This paper studies the impact of a teacher-focused psychosocial intervention designed
to strengthen perceptions of control, on teacher effort and student learning. Three results

0.01). Importantly, the treatment and control group averages do not converge over time (Figure A7). While the
absence of a baseline measure prevents a definitive test for spillovers, this pattern suggests limited knowledge
transmission across groups.

43I collected data on teacher expectations: teachers were asked to predict scores of four students in class -
one from each quartile of the baseline distribution. On average, expectations in the treatment group were 0.11
SD higher than in the control group (p = 0.08; Table A25, col. 1). However, this measure is difficult to interpret
cleanly, as it likely reflects not just expectations about student ability, but also beliefs about the teacher’s own
increased effort (as suggested by behavior in the revealed-preference task; Table 4).

44See Figure A8. In contrast, as expected, control teachers emphasized factual knowledge about specific
topics as their main takeaways from the training. Appendix E.2 provides a detailed summary of qualitative
responses by teachers.
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stand out. First, teachers updated their beliefs about perceived control consistently across
multiple dimensions and measures. Second, the intervention led to marked improvements
in teacher effort and productivity. Third, test-scores improved for students taught by
treated teachers, with learning gains concentrated among those taught by teachers with low
perceived control at baseline. Taken together, the results show that equipping teachers with
a simple psychological toolkit unleashed a series of dynamics in the classroom: teachers
learnt how to navigate complex learning environments, targeted their effort more effectively,
leading students to improve their performance, with a suggestive role for psychological
skills and perceptions of control in inducing behavioral change among teachers. These
results demonstrate that alleviating teachers’ psychosocial constraints can be an effective
way to improve teaching and learning in low-income settings.

The magnitude of the effects on student learning is substantial, especially given the scale
and low-cost nature of the intervention: learning gains of 0.09 standard deviations at a cost
of $8 per teacher and $0.32 per student over a period of six months. Given the online mode
of delivery, the costs cover instructor time and the cost of Zoom licenses. Other teacher-level
or pedagogical interventions achieve gains of this size either over a longer duration or by
incurring a substantially higher cost per pupil. For example, additional school inputs in
India raised student learning by 0.08 SD over two years at a cost of $1.56 per pupil, while
introducing teacher performance-pay raised student learning by 0.27 SD over two years
at a cost of $1.25 per pupil (Muralidharan and Sundararaman, 2011). Mbiti et al. (2019)
show that a combination of school inputs and teacher incentives raised student learning by
0.23 SD over two years at a cost of $11.56 per student. In contrast, the gains in this study
were achieved over a duration of six months, with a total of ten hours of teacher training.
The intervention demonstrates a particularly low-cost way of inducing higher effort in the
natural environment of the classroom. Further, unlike other teacher-focused interventions
such as performance pay or monitoring, which are often effective but difficult to scale due
to economic and political constraints, this low-cost, skill-based curriculum can be more
easily integrated into existing teacher training systems. This is especially promising given
the large annual investments in teacher training by governments in developing countries.

An important direction for future research is to examine the effectiveness of this
intervention in public school settings. This study was conducted in private schools, where
the socioeconomic profile of students and teachers is comparable to that of public schools
in similar rural areas. However, a key difference lies in teacher compensation: public
school teachers typically receive higher salaries, which may influence the composition and
baseline motivation of the workforce. It remains to be seen if these findings also replicate in
government-run schools. Given the low levels of teacher effort in many public schools, such
settings may offer even greater scope for impact from such interventions.

While situated in the context of schools, the insights from this study speak to broader
challenges in service delivery and offer new ways to think about worker productivity in
low-income settings. In many such contexts, frontline workers operate with substantial
autonomy but with limited support. Training that targets their psychological capacity to
manage uncertainty, deal with setbacks, and links effort with outcomes may improve effort
in similarly high-discretion roles. By showing that behavioral change at the individual level
can scale into measurable gains in service delivery, these results highlight the promise of
targeting psychosocial constraints as a new lever for improving worker productivity.
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Figures

Figure 1: Self-Efficacy vs. Locus of Control

Notes: This figure illustrates the conceptual relationship between different constructs of control as highlighted
by Skinner (1996). Self-efficacy links agents to means in the first part of the sequence, whereas locus of control
concerns beliefs connecting means to ends. Perceived control is an interaction between self-efficacy and locus of
control beliefs, reflecting beliefs about people’s ability to influence outcomes.
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Figure 2: Timeline of Data Collection

Notes: This figure details the timeline for the baseline data collection, the intervention, the endline data
collection rounds, as well as the timeline for school-level examinations for the academic year 2022-23.
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Figure 3: Distribution of Teachers’ Beliefs elicited through MPL (Switching Point)

Notes: The figures show the distribution of switching points in the multiple price list belief elicitation task which
has 10 rows with binary choices between a flat and a performance-linked bonus. Switching point is defined as
the first row in which a teacher chooses the safe option (flat bonus). The horizontal axis shows the first row
in which the participant chose the flat pay option. If the flat pay option was never chosen, the switch point is
coded as 11. The number of observations at baseline, first and last endline are 292, 263, and 259 respectively.
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Figure 4: Non-Parametric Treatment Effects By Baseline Percentiles

Notes: The figure shows kernel-weighted local mean smoothed plots relating endline test scores to percentiles in
baseline achievement, alongside 95 percent confidence intervals, for treatment and control groups.
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Tables

Table 1: Distribution of teachers’ responses to belief statements

Strongly
Disagree

Disagree Agree Strongly
Agree

The amount a student can learn is primarily related
to family background.

India 4.46 43.87 49.44 2.23
Ethiopia 4.30 14.45 59.38 21.88

I am very limited in what I can achieve because a
student’s home environment is a large influence on
his/her achievement

India 2.59 34.81 60.01 2.59
Ethiopia 3.91 32.81 45.70 17.58

Even a teacher with good teaching abilities may not
make a difference for many students.

India 14.10 46.56 35.08 3.93
Ethiopia 10.08 34.11 39.53 16.28

Notes: Data from Young Lives school survey (India and Ethiopia, 2016-17). The surveys covered 281 teachers
across 205 schools in India, and covered 271 teachers across 63 schools in Ethiopia. The schools were chosen to be
representative of Young Lives sites in each country. The teacher questionnaire included a belief module that asked
teachers to indicate their level of agreement with various statements on a four-point likert scale. Young Lives is a
study of child poverty in India, Peru, Ethiopia and Vietnam.
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Table 2: Belief Elicitation through Multiple Price List

Choice Option 1 Option 2

Choice 1 Rs 1000 flat
Rs 2000 for maintaining at least the same test score across
exams (either score remains same or increases, but does not
decrease)

Choice 2 Rs 1000 flat Rs 2000 for an increase in test score of at least 2 marks

Choice 3 Rs 1000 flat Rs 2000 for an increase in test score of at least 4 marks

Choice 4 Rs 1000 flat Rs 2000 for an increase in test score of at least 6 marks

Choice 5 Rs 1000 flat Rs 2000 for an increase in test score of at least 8 marks

Choice 6 Rs 1000 flat Rs 2000 for an increase in test score of at least 10 marks

Choice 7 Rs 1000 flat Rs 2000 for an increase in test score of at least 12 marks

Choice 8 Rs 1000 flat Rs 2000 for an increase in test score of at least 14 marks

Choice 9 Rs 1000 flat Rs 2000 for an increase in test score of at least 16 marks

Choice 10 Rs 1000 flat Rs 2000 for an increase in test score of at least 50 marks
Notes: Teachers were presented with the above choices to receive bonus pay for the current academic year. For each
row, they were asked to choose the left or the right option. For the right-hand-side option, teachers were informed
that a computer would randomly choose a below-average student in their class. The payment in the right-hand-side
would be linked with the performance of this randomly chosen student. At the end of the school year, one teacher per
school would be awarded payment, based on a randomly selected row. Teachers completed this task at three points
during the study. The payment was made at the end of the year after student scores were available. The switching
point is used as a revealed preference measure of teachers’ beliefs about their perceived control over student learning.
Appendix B provides further details about the task design and administration.
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Table 3: Treatment Effect on Teachers’ Beliefs (Self-Reported)

(1) (2) (3) (4)
Aggregate Index Beliefs about Locus of Control Self-Efficacy

teaching inputs
Treat 0.232∗∗∗ 0.064∗∗ 0.156∗∗ 0.105

(0.080) (0.032) (0.072) (0.075)

p-value 0.004 0.043 0.029 0.161
Benjamini Hochberg q-value 0.016 0.087 0.087 0.161
Yekutieli p-value 0.033 0.121 0.121 0.336

Control Mean -0.12 0.32 0.00 0.00
Observations 782 782 782 782

Notes: This table presents the treatment effect on self-reported beliefs of teachers elicited using surveys. The dependent variable
in col (2) is an indicator for whether the teacher ranked a teacher-level input as the most important input for learning, from a
list of nine inputs including student, school, and teacher-level inputs. Locus of control is captured using an adapted version of
the Rose and Medway (1981) scale. Self-efficacy is measured using the Schwarzer and Jerusalem (1995) scale. Responses on
both indices are aggregated into a weighted index, with weights constructed using the inverse of variance-covariance matrix
on the lines of Anderson (2008). The dependent variable in cols (3) and (4) is standardized with respect to the control group
to have a mean of zero and a standard deviation of one. The dependent variable in col (1) constructs an aggregate index
by taking the first principal component across the dependent variables in cols (2) to (4). All specifications include controls
selected using post-double selection LASSO procedure following Belloni et al. (2014). The full set of controls is in Appendix
Table A8. Baseline value of outcome, and strata fixed effects are not penalized across regressions. Data is pooled across
endline rounds, and is at the teacher x endline level. Robust standard errors in parenthesis. I report adjusted p-values using
Benjamini-Hochberg and Benjamini-Yekutieli step-up methods accounting for false discovery rate. Asterisks on coefficients
correspond to unadjusted p-values. * p<0.1, ** p<0.05, *** p<0.01.
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Table 4: Treatment Effect on Teachers’ Beliefs (Revealed Preference Measure)

Switching Point Test-score equivalent

(1) (2) (3) (4)
Treat 0.600∗∗∗ 0.447∗∗ 1.538∗∗∗ 1.167∗∗

(0.175) (0.177) (0.521) (0.517)

p-value 0.001 0.012 0.003 0.024
Benjamini Hochberg q-value 0.002 0.023 0.010 0.024
Yekutieli p-value 0.005 0.032 0.013 0.050

Risk Preferences No Yes No Yes
Control Mean 5.10 5.10 7.81 7.81
Observations 522 522 522 522

Notes: The dependent variable in columns (1) and (2) is a revealed preference measure of
teachers’ perceived control captured by the row in which the teacher first switched from
the performance-linked option to the flat pay option in the multiple price list task and
ranges from 1 to 11. The dependent variable in columns (3) and (4) is the same measure
in units of predicted test-score increase over a year, and corresponds to the mid-point of
test-score bracket mapped to each row in the multiple price list. Treat is an indicator of
whether the teacher was assigned to the treatment group. All specifications include controls
selected using post-double selection LASSO procedure following Belloni et al. (2014). The
full set of controls is in Appendix Table A8. Risk preferences capture risk attitudes captured
at baseline using a multiple price list. All specifications control for the baseline value of
outcome, and strata fixed effects, which are not penalized across regressions. Data is pooled
across endline rounds, and is at the teacher x endline level. Standard errors are clustered at
the teacher level. Robust standard errors in parenthesis. I report adjusted p-values using
Benjamini-Hochberg and Benjamini-Yekutieli step-up methods. Asterisks on coefficients
correspond to unadjusted p-values. * p<0.1, ** p<0.05, *** p<0.01.
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Table 5: Treatment Effect on Teacher Effort

Admin data Observations Self-Reports

(1) (2) (3) (4) (5)
Attendance Classroom Grading Timeuse: After-school

Effort Effort Checking HW tutoring
Treat -0.012 0.134∗∗ 0.109∗∗∗ 8.449∗∗∗ 0.089∗∗∗

(0.013) (0.058) (0.042) (2.322) (0.030)

p-value 0.376 0.021 0.010 0.000 0.003
BH q-value 0.376 0.042 0.029 0.001 0.010
Yekutieli p-value 0.858 0.060 0.037 0.003 0.015

Unit of observation teacher teacher x round teacher x round teacher x round teacher x round

Control Mean 0.87 0.00 0.00 76.90 0.18
Observations 277 752 752 782 782

Notes: The dependent variable in column (1) is teacher attendance (percentage of days present) which was collected using school
administrative records and a centralized biometrics database. Some schools transitioned from a paper system of attendance collection
to a biometric system during the middle of the academic year 2022-23, data on 15 teachers were lost due to technical glitches. As a
result, the number of observations (277) is lower than the full teacher sample of 292. The dependent variable in columns (2) and (3)
are pre-registered indices of classroom and grading effort constructed using GLS weighted procedure (Anderson, 2008) for measures
captured during classroom observations by trained surveyors at four points in the academic year. The dependent variable in col (4) is
self-reported minutes spent on checking homework notebooks, on an average day. The dependent variable in col (5) is an indicator
for whether the teacher conducted after-school tutoring. Data on self-reports comes from four surveys conducted with all study
teachers throughout the academic year 2022-23 - at baseline, and at three endline rounds. Data in cols (2) and (3) come from classroom
observations done at four points during the year - at baseline, and three endline rounds. Data in col (1) is at the teacher level, and in
cols (2) - (5) is at the teacher x endline level. All specifications include controls selected using post-double selection LASSO procedure
following Belloni et al. (2014). The full set of controls is in Appendix Table A8. Baseline value of outcome, and strata fixed effects
are not penalized across regressions. Standard errors are clustered at the teacher level. Robust standard errors in parenthesis. I
report adjusted p-values using Benjamini-Hochberg (BH) and Benjamini-Yekutieli step-up methods accounting for false discovery rate.
Asterisks on coefficients correspond to unadjusted p-values. * p<0.1, ** p<0.05,
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Table 6: Treatment Effect on Student Learning

Standardized Math Scores

(1) (2) (3)
Treat 0.091∗∗ 0.101∗∗ 0.096∗∗

(0.045) (0.046) (0.046)

Pre-mid score 0.768∗∗∗ 0.769∗∗∗ 0.761∗∗∗

(0.017) (0.017) (0.017)

p-value for Treat = 0 0.042 0.028 0.036
Controls No Yes PDS Lasso
Observations 6941 6941 6941

Notes: This table reports treatment effects on student learning
outcomes. Student learning is measured using test-scores on
end-of-year Math exam. All exams were centrally designed and
externally graded across academies. The dependent variable is the
student’s math score on end-of-year exams, standardized within
grade to have a mean of zero and SD of one for control group
at baseline. Pre-mid term scores are standardized within cluster
x grade, not with reference to control group. This is because not
all cluster x grades have a control, and some clusters have only one
school. Missing values for past scores are imputed with the mean
value, and regressions include a flag for missing values. Column
(2) includes control for teacher education which was imbalanced at
baseline. Column (3) includes controls selected using post-double
selection LASSO procedure following Belloni et al. (2014). The full set
of controls is in Appendix Table A8. Lagged test score, and strata fixed
effects are not penalized across regressions. All regressions include
strata (school-grade-pair) fixed effects. Standard errors are clustered
at the teacher level (unit of randomization). *p<0.1, ** p<0.05, ***
p<0.01.
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Table 7: Heterogeneity in Effects on Student Learning by Student Characteristics

(1) (2) (3) (4)
Female Low-SES High BL score Primary grades

Treat 0.071 0.099∗∗ 0.114∗∗ 0.050
(0.050) (0.046) (0.055) (0.078)

Covariate 0.129∗∗∗ -0.012 0.049 -0.307∗∗∗

(0.030) (0.043) (0.054) (0.085)

Interaction 0.047 0.017 -0.025 0.073
(0.041) (0.075) (0.059) (0.134)

R-squared 0.51 0.50 0.50 0.51
Observations 6731 6941 6941 6941

Notes: This table reports heterogeneity in treatment effects on student learning by student
covariates. The dependent variable is the standardized z-score on end-of-year Math
scores. Student gender was determined based on their names. For 3% of the sample,
the student’s name was gender-neutral, I leave these missing. Low-SES is an indicator
that takes the value 1 if the student received need-based financial assistance, based on
school records. High baseline score is an indicator for an above-median pre-midterm
score. Primary grade is an indicator that takes the value 1 for grades 2 and 4. All
regressions include strata (school-grade-pair) fixed effects. Standard errors are clustered
at the teacher level. Robust standard errors in parenthesis * p<0.1, ** p<0.05, *** p<0.01
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Table 8: Heterogeneity in Effects on Student Learning by Baseline Teacher Characteristics

(1) (2) (3) (4)
Experience Baseline beliefs Baseline effort Value-added

Treat 0.127∗ 0.221∗∗∗ 0.159∗∗ 0.173∗∗

(0.070) (0.069) (0.074) (0.070)

Covariate -0.162∗ 0.063 0.039 -0.148∗

(0.085) (0.087) (0.087) (0.088)

Interaction -0.037 -0.217∗∗ -0.126 -0.155
(0.107) (0.109) (0.120) (0.121)

R-squared 0.50 0.50 0.50 0.51
Observations 6941 6941 6941 6812

Notes: This table reports heterogeneity in treatment effects on student learning by teacher
characteristics. The dependent variable is the standardized z-score on end-of-year Math scores.
Column titles indicate the covariate used for the regression. High experience is an indicator for
above-median years of experiences. Baseline beliefs is an indicator that takes the value 1 if the
teacher has an above-median score on the belief index at baseline. Belief index is an aggregate
index of locus of control, self-efficacy, and self-reported beliefs about the importance of teaching
inputs at baseline. Baseline effort is an indicator that takes the value 1 if the teacher has an
above-median score on the effort index at baseline. Effort index is an aggregate index of classroom
effort constructed using a pre-registered measure. Teacher value-added is constructed using
pre-intervention scores for students taught by teachers, constructed by estimating the teacher
fixed effects on regression of pre-mid term scores on previous year scores, student SES, and
gender. Value added is an indicator for above-median value-added. Given that previous year
scores are not available for all classrooms, the number of observations are lower in the last column.
All regressions control for past score, teacher education, and strata (school-grade-pair) fixed
effects. Standard errors are clustered at the teacher level. Robust standard errors in parenthesis *
p<0.1, ** p<0.05, *** p<0.01
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Table 9: Effects on Secondary Outcomes

Risk Preferences Mental Health Growth Mindset

(1) (2) (3) (4) (5)
Risk Aversion Depression Severe depression GM Score GM Indicator

(=1) (z-score) (=1) (z-score) (= 1)
Treat 0.015 0.085 0.005 -0.083 -0.009

(0.029) (0.067) (0.015) (0.079) (0.035)
p-value for Treat = 0 0.597 0.207 0.738 0.293 0.805
Control Mean 0.76 -0.00 0.07 0.00 0.67
Observations 522 781 781 522 522

Notes: This table presents the impact of the intervention on pre-registered secondary outcomes: risk tolerance, mental health,
and growth mindset. Risk preferences were elicited at two out of three endline rounds using a multiple price list with ten
hypothetical choices between a safe payment and a lottery - detailed task is in Appendix D.3. The dependent variable in column
(1) is an indicator for risk aversion that takes the value 1 if the certainty equivalent elicited through the first switching point
is less than the expected value of the lottery in the multiple price list task. Mental health was measured using the Center for
Epidemiological Studies - Depression (CES-D) Scale (Radloff, 1977), administered at all three endline rounds. The total score
ranges from 0 to 60 and with scores greater than 21 categorized as severe/major depression. The dependent variable in column
(2) is the standardized depression score, which has a mean of zero and a standard deviation of one for the control group. The
dependent variable in column (3) is an indicator for severe depression. Growth mindset was measured using the Implicit
Theories of Intelligence Scale (Blackwell et al., 2007) administered at two endline rounds – immediately after the intervention,
and six months later. The total score ranges from 1 to 6, with scores of 4 and higher categorized as growth mindset. The
dependent variable in column (4) is the standardized score for the average across items. The dependent variable in column (5)
is an indicator for growth mindset (as opposed to fixed mindset) based on established cutoff score. All specifications are for
pooled data combining rounds and include controls selected using post-double selection LASSO procedure following Belloni et
al. (2014). The full set of controls is in Appendix Table A8. Strata fixed effects and baseline value of outcome (where available)
are included and not penalized across regressions. Standard errors are clustered at the teacher level. Robust standard errors in
parentheses. * p<0.1, ** p<0.05, *** p<0.01.
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Appendix A: Supplementary Analyses

Figures

Figure A1: Example of an Intervention Worksheet

Notes: This figure shows an example of an activity for teachers presented as a guided worksheet to teach them
to identify parts of problems that were inside vs. outside their control.
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Figure A2: Distribution of student test-scores at baseline (pre-midterm examinations)

Notes: This figure shows the distribution of student test-scores for grades 2, 4, 6, and 8 in mathematics from
administrative data on pre-midterm examinations across schools. These are centralized examinations across all
academies. The examinations are externally graded by teachers from academies in the same cluster. Each cluster
consists of 4-6 academies. The distributions are skewed for lower grades but roughly normal for higher grades.
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Figure A3: Distribution of Total Attendance by Treatment Status

Notes: This figure presents the distribution of the number of sessions attended by teachers by treatment status.
A total of 10 training sessions were conducted. Each bar in the figure represents the percentage of teachers of a
given treatment status who attended a given number of total meetings. The p-value for Kolmogorov-Smirnov
test for equality of distribution functions is 0.098.
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Figure A4: Session-wise Attendance by Treatment Status

Notes: This figure shows the average attendance at each training session by treatment status. Each bar in the
figure represents the percentage of teachers of a given treatment status who were present for a given session.
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Figure A5: Density of Student Test-Scores Across Assessments

Notes: The figure shows kernel density plots of student test scores before the intervention started. Previous year
final scores are standardized within grade to have a mean of zero and standard deviation of one for the control
group at baseline. The final exams are centralized for a given grade across all academies. Pre-mid term score is
standardized within a school cluster x grade as these exams are centralised within a school cluster x grade.
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Figure A6: Teachers’ Beliefs at Baseline

(a) Locus of Control

(b) Generalized Self-Efficacy

Notes: The figures show the distributions of teachers’ locus of control and generalized self-efficacy at baseline,
as captured by psychometric scales, that is, Rose and Medway (1981) and Schwarzer and Jerusalem (1991)
respectively.

50



Figure A7: Knowledge of treatment content over time, by treatment

Notes: This figure shows mean of knowledge test scores, normalized with reference to baseline, across treatment
and control groups in the two rounds of testing with 95 percent confidence intervals. The knowledge test,
consisting of 10 items on concepts taught to the treatment group, was administered to both control and treatment
groups immediately after the training, as well as six months later during the final endline round. Scores are
standardized with respect to the control group at first endline. The full set of items are in Appendix D.3.
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Figure A8: Takeaways from the Training Sessions

(a) Treatment (b) Control

Notes: The figures show a word cloud representing the most frequently used words reported in answers to two
open-ended questions (1) What is your overall opinion about the trainings in the last 4 weeks?, and (2) What do
you like the most about the trainings? These questions were part of the feedback form provided to teachers
after the training. Responses included summary of what teachers learnt during the training in their own words
(N = 129).

52



Tables

Table A1: Sample Characteristics

Mean SD Min Max N
School Characteristics
Total enrollment 502.76 341.06 130 1800 83
Total number of teachers 26.55 15.07 9 82 83
Teacher-student ratio 18.39 3.47 10.73 25.26 83
Proportion of girls 0.46 0.04 0.38 0.59 83
Years since establishment 13.11 5.84 4 29 83
Principal’s years of teaching experience 13.34 6.93 1 32 83
Principal’s years of leadership experience 7.46 4.83 0 25 83

Teacher Characteristics
Age 33.19 6.92 21 64 292
Years of Experience 7.46 5.31 0 29 292
Female 0.82 0.39 0 1 292
Education Level: Masters and above 0.69 0.46 0 1 292
Teacher training degree/diploma 0.88 0.32 0 1 292
Permanent 0.58 0.49 0 1 292
Number of periods taught per day 6.79 1.47 1 9 292
Number of periods taught per week 40.13 10.39 5 72 292
Teaching subjects other than Math 0.67 0.47 0 1 292
Grade 4.98 2.28 2 8 292
Class size 25.77 7.72 2 80 292

Teacher Beliefs
At least half of my class
- consists of first-generation learners 0.32 0.47 0 1 292
- comes from financially constrained backgrounds 0.12 0.33 0 1 292
- have parents who don’t engage in child’s schooling 0.46 0.5 0 1 292
Ranked teacher-level input as most important for student learning 0.31 0.46 0 1 292
Locus of Control 4.24 2.17 0 10 292
Generalized Self-Efficacy 3.54 0.38 2 4 292

Notes: This table presents summary statistics for schools and teachers in the study sample. School characteristics
were provided by schools at the time of the baseline school visit. Teacher characteristics and beliefs are based on
self-reports by teachers in the baseline survey. Teachers were presented with a list of nine inputs that are important
for student learning (including student-level inputs such as student effort, ability, prior learning, family background;
teacher-level inputs such as teachers’ teaching method and attention to students, and school-level inputs such as school
management, facilities, and staff salaries), and asked to rank the inputs from most important to least important for
student learning. Locus of Control is measured using a 10-item adapted version of the Rose and Medway (1981)
teacher locus of control scale. Higher values on the 10-point scale indicate a more internal locus of control. Generalized
Self-Efficacy is measured using the 10-item Schwarzer & Jerusalem (1995) scale. Higher values on the scale indicate
higher perceived self-efficacy.
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Table A2: Data on outcomes collected across rounds

Baseline Endline 1 Endline 2 Endline 3

Beliefs
Belief elicitation (MPL task) Yes Yes No Yes
Locus of control Yes Yes Yes Yes
Self-efficacy Yes Yes Yes Yes
Ranking of inputs Yes Yes Yes Yes

Effort
Classroom observations Yes Yes Yes Yes
Homework notebook review Yes Yes Yes Yes
Time-use Yes Yes Yes Yes

Secondary Outcomes
Risk preferences (MPL task) Yes Yes No Yes
Mental health (CES-D) No Yes Yes Yes
Teachers’ expectations of students Yes Yes Yes Yes
Growth mindset No Yes No Yes
Student motivation No Yes No No

Other Outcomes/Covariates
Knowledge of intervention content No Yes No Yes
Marlowe-Crowne social desirability Yes No No No

Notes: This table summarizes key variables collected across four survey rounds: baseline
(August), endline 1 (November), endline 2 (February), and endline 3 (April). Data come from
teacher surveys and classroom observations conducted by the field team.
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Table A3: Baseline Balance on Teacher Observables

(1) (2) (3) (4)
Control Treatment T-test for (1) - (2)

Nc Mean/(SE) Nt Mean/(SE) Nc + Nt p-value

Panel A: Demographics
Age (in years) 146 32.897 146 33.486 292 0.477

(0.559) (0.586)
Years of experience 146 7.178 146 7.740 292 0.344

(0.401) (0.475)
Female 146 0.788 146 0.849 292 0.368

(0.034) (0.030)
Education level: Master’s and above 146 0.753 146 0.623 292 0.054*

(0.036) (0.040)
Holds training degree/diploma 146 0.863 146 0.904 292 0.179

(0.029) (0.024)
Permanent 146 0.548 146 0.610 292 0.416

(0.041) (0.041)
Number of periods taught per day 146 6.760 146 6.815 292 0.852

(0.119) (0.125)
Number of periods taught per week 146 40.836 146 39.432 292 0.139

(0.800) (0.915)
Class size 146 25.890 146 25.651 292 0.726

(0.641) (0.639)
Grade 146 5.123 146 4.836 292 0.583

(0.191) (0.185)
Teaches subjects other than math 146 0.699 146 0.651 292 0.588

(0.038) (0.040)

Panel B: Beliefs and Behaviors
Locus of control 146 0.000 146 0.134 292 0.342

(0.083) (0.094)
Generalized self-efficacy 146 0.000 146 0.081 292 0.097*

(0.083) (0.078)
Beliefs about teaching inputs 146 0.295 146 0.322 292 0.801

(0.038) (0.039)
Perceived control (switching point) 146 5.192 146 4.863 292 0.337

(0.266) (0.264)
Risk aversion 146 0.712 146 0.705 292 0.595

(0.038) (0.038)
Classroom effort 146 0.000 145 -0.024 291 0.681

(0.083) (0.062)
Homework effort 146 0.000 145 0.191 291 0.139

(0.083) (0.072)
Time spent checking notebooks (minutes/day) 146 76.336 146 77.979 292 0.501

(2.957) (3.018)

Notes: This table presents means of pretreatment variables for teachers in the control and treatment groups. Standard
errors are in parentheses. Column (4) shows the p-value corresponding to t-test testing for difference in means between
treatment and control groups. * p < .10, ** p < .05, *** p < .01. Data on teacher observables is from teacher survey at
baseline. Data on locus of control, self-efficacy, beliefs about teaching inputs, and time spent checking notebooks comes
from teacher survey at baseline. Data on perceived control and risk aversion comes from separate multiple price list
tasks at baseline. Data on classroom and homework effort comes from classroom observations and notebook reviews
conducted by treatment-blind observers. Baseline effort observations are available for 291 teachers; one teacher was not
observed due to a field error. The p-value for the F-test of joint orthogonality is 0.306.
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Table A4: Baseline Balance on Student Observables: Full Sample

(1) (2) (3) (4)
Control Treatment T-test for (1) - (2)

Nc Mean/(SE) Nt Mean/(SE) Nc + Nt p-value

Panel A: Demographics
Female 3641 0.463 3697 0.468 7338 0.624

(0.008) (0.008)
Grade 3748 5.082 3822 5.000 7570 0.111

(0.037) (0.036)
Receive financial assistance 3748 0.110 3822 0.100 7570 0.157

(0.005) (0.005)

Panel B: Baseline Math Scores
Pooled previous year score 3323 0.002 3295 0.032 6618 0.226

(0.017) (0.018)
Grade 2 721 0.000 812 -0.032 1533 0.533

(0.037) (0.035)
Grade 4 862 -0.000 771 0.080 1633 0.115

(0.034) (0.038)
Grade 6 773 -0.000 845 0.017 1618 0.743

(0.036) (0.036)
Grade 8 967 0.007 867 0.065 1834 0.223

(0.032) (0.034)
Pooled pre-mid term score 3717 0.001 3783 0.001 7500 0.985

(0.016) (0.016)
Grade 2 861 0.015 956 -0.014 1817 0.536

(0.035) (0.031)
Grade 4 974 -0.011 917 0.011 1891 0.634

(0.032) (0.033)
Grade 6 869 -0.008 965 0.007 1834 0.736

(0.034) (0.032)
Grade 8 1013 0.009 945 -0.002 1958 0.819

(0.031) (0.032)

Notes: This table presents means for baseline covariates at the student-level by assignment and tests whether there is any
statistically significant difference between experimental arms at baseline. The sample consists of all classsrooms, including
those whose teachers attrited midway through the study, and were taught by a different teacher for the remainder of the
year. Student gender was determined based on names. For around 3% of the sample, student name was gender-neutral, so
the variable takes a missing value for these students. Data on financial assistance comes from administrative records which
indicate whether a student receives need-based assistance from the school. Baseline scores based on the final exam from
previous grade (AY 2021-22) are available for 87% of the sample. These exams are centralized across all academies. Scores
are standardized at the grade level, with a mean of zero and standard deviation of one for the control group at baseline.
Baseline scores based on pre-midterm exams held in the current academic year are available for 99% of the sample. These
examinations are centralized for schools within a cluster and grade. Scores are standardized withing a cluster x grade. The
p-value from F-test regressing indicator for assignment on demographics, baseline scores, and strata fixed effects is 0.39.
* p<0.10, ** p<0.05, *** p<0.01.
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Table A5: Teacher Attrition

Missing in pooled data Missing at any round Missing at all rounds

(1) (2) (3) (4) (5) (6)
Treat -0.032 -0.031 -0.027 -0.013 -0.021 -0.023

(0.030) (0.021) (0.046) (0.046) (0.024) (0.024)

Constant 0.115∗∗∗ 0.053∗ 0.199∗∗∗ 0.092 0.055∗∗∗ 0.015
(0.025) (0.029) (0.033) (0.061) (0.019) (0.026)

Controls No Yes No Yes No Yes
R-squared 0.003 0.400 0.001 0.584 0.002 0.530
Observations 876 876 292 292 292 292

Notes: This table shows results from regressing indicator for attrition on treatment status. Cols (1) and (2)
show data pooled across rounds, the dependent variable is an indicator for missing in surveys at the teacher x
endline level. Cols (3) - (6) show data at the teacher level. The dependent variable in cols (3) and (4) is an
indicator for missing at any endline round conditional on being present at baseline. The dependent variables
in cols (5) and (6) is an indicator for missing at all endline rounds conditional upon being present at baseline.
The specifications in cols (2), (4) and (6) control for strata fixed effects and teacher education which was
imbalanced at baseline. Robust standard errors are in parentheses and clustered at the teacher level.
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Table A6: Reasons for Attrition

Type Baseline Endline 1 Endline 2 Endline 3
Tracked and surveyed 292 263 260 259
In school 292 256 255 241
Over virtual meeting 0 7 5 18

Tracked but could not be surveyed 0 29 32 33
Teacher left 0 12 23 22
Extended leave (medical/maternity) 0 9 4 5
Teacher not in school 0 8 5 5
Teacher refused 0 0 0 1

Notes: The sample in this table consists of 292 teachers who were surveyed at baseline and tracked in
each endline round. For all teachers who were not present in school on the day of the visit, a follow-up
visit was attempted to conduct a classroom observation. For those on extended leave, a virtual meeting
was conducted over Zoom to administer the teacher survey and conduct belief elicitation. The number of
observations in the first row correspond to sample of teachers who responded in the surveys. The number
of observations in the second row correspond to the N in all results on classroom effort measurements
since these could not be conducted after school.
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Table A7: Intervention Compliance

(1) (2) (3)
Attended at Attended Percentage of

least one session first session sessions attended
Treat 0.066 0.000 0.067

(0.045) (0.056) (0.047)

Control Mean 0.82 0.72 0.48
R-squared 0.531 0.525 0.564
Observations 292 292 292

Notes: This table presents compliance in terms of attendance at intervention sessions
by treatment status. The dependent variable in col. (1) is an indicator for attendance at
the first session. The dependent variable in col. (2) is an indicator for having attended
at least one session. The dependent variable in col. (3) is the percentage of sessions
attended (out of a total of 10). All columns control for strata fixed effects. Robust
standard errors in parentheses clustered at the school and training group levels.
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Table A8: Full set of controls for Double-LASSO

S. No. Variables
1 School: Enrollment
2 School: Total number of teachers
3 School: Teacher-student ratio
4 School: Proportion of girls
5 School: Years since establishment
6 School: Principal’s years of teaching experience
7 School: Principal’s years of leadership experience
8 Teacher: Age
9 Teacher: Years of experience
10 Teacher: Female
11 Teacher: Education level (masters and above)
12 Teacher: Holds training degree/diploma
13 Teacher: Permanent
14 Teacher: Number of periods taught per day
15 Teacher: Number of periods taught per week
16 Teacher: Teaches subjects other than math
17 Teacher: Size of average class
18 Classroom: Grade
19 Classroom: More than half are first-gen learners*
20 Classroom: More than half come from financially constrained backgrounds*
21 Classroom: More than half the parents don’t engage in child’s schooling*
22 Baseline: Social desirability score (Marlowe Crowne index)
23 Baseline: Locus of Control (Anderson index)
24 Baseline: Generalized Self-Efficacy (Anderson index)
25 Baseline: Risk Aversion (from multiple price list)
26 Baseline: Teacher-level input ranked as most important*
27 Baseline: Timeuse – time spent on travel
28 Baseline: Timeuse – time spent on admin work
29 Baseline: Timeuse – time spent on class preparation
30 Baseline: Timeuse – time spent on checking notebooks
31 Baseline: Teacher expectation for a weak student
32 Baseline: Teacher expectation for a below-average student
33 Baseline: Teacher expectation for an above-average student
34 Baseline: Teacher expectation for an intelligent student
35 Student: Female*
36 Student: Received financial assistance
37 - 41 Flags for missing (x 5)
42 - 44 Round fixed effects (x3)

Notes: The table shows the list of 44 potential control variables from which the double LASSO procedure of
Belloni, Chernozhukov, and Hansen (2014) chose the final set of controls. Five variables (marked with *) had
missing values. For these, flags for missing values are also included. All regressions control for the baseline
value of outcome and strata fixed effects, which are not penalized in line with the pre-analysis plan.
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Table A9: Distribution of Response Patterns on Multiple Price List for Belief Elicitation

Round
Type Baseline Endline 1 Endline 3 Total
Well-behaved preferences
Unique switch 189 223 232 644
Performance-linked option always 20 9 4 33
Flat option always 21 10 5 36

Preference-reversal
Reverse switch 5 6 4 15
Multiple switches 57 15 14 86

Total 292 263 259 814

Notes: This table shows the distribution of different types of responses on the belief elicitation
task at each round of data collection.
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Table A10: Robustness of Treatment Effect on Teachers’ Beliefs - Without LASSO Controls

Dependent Variable: Switching Point

Pooled 1-Month Endline 6-Month Endline

(1) (2) (3) (4) (5) (6) (7) (8) (9)
Treat 0.466∗∗ 0.510∗∗ 0.430∗∗ 0.491 0.511 0.379 0.459 0.528 0.489

(0.213) (0.212) (0.207) (0.375) (0.380) (0.378) (0.334) (0.323) (0.319)

Baseline controls No Yes Yes No Yes Yes No Yes Yes
Risk Preferences No No Yes No No Yes No No Yes

Control Mean 5.10 5.10 5.10 5.42 5.42 5.42 4.79 4.79 4.79
Observations 522 522 522 263 263 263 259 259 259
R-squared 0.43 0.44 0.45 0.60 0.61 0.63 0.65 0.67 0.67

Notes: The dependent variable is a revealed preference measure of teachers’ perceived control captured by the row in which
the teacher first switched from the performance-linked option to the flat pay option in the multiple price list task and ranges
from 1 to 11. Treat is an indicator of whether the teacher was assigned to the treatment group. Baseline controls include an
indicator for teacher education (masters or above) that was imbalanced at baseline, and the baseline analog of the outcome.
Risk preferences capture risk attitudes captured at baseline using a multiple price list. Cols (1)-(3) show effects for pooled
data from both endlines. All regressions include strata fixed effects. Pooled specifications also include round fixed effects.
Standard errors are clustered at the teacher level. Cols (4)-(6) show results at the first endline, one month after the intervention.
Cols (7)-(9) show results at the last endline, six months after the intervention. Robust standard errors in parenthesis. * p<0.1,
** p<0.05, *** p<0.01.
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Table A11: Robustness of Treatment Effect on Teachers’ Beliefs - Without LASSO Controls

Dependent Variable: Test-Score Value Mapped to Switch Point

Pooled 1 Month Endline 6 Month Endline

(1) (2) (3) (4) (5) (6) (7) (8) (9)
Treat 1.509∗∗ 1.474∗∗ 1.307∗∗ 1.259 1.115 0.729 1.771∗ 1.812∗ 1.837∗

(0.633) (0.640) (0.644) (1.274) (1.298) (1.294) (0.968) (0.976) (1.049)

Baseline controls No Yes Yes No Yes Yes No Yes Yes
Risk Preferences No No Yes No No Yes No No Yes

Control Mean 7.62 7.62 7.62 8.43 8.43 8.43 6.81 6.81 6.81
R-squared 0.37 0.38 0.38 0.61 0.61 0.63 0.65 0.65 0.66
Observations 522 522 522 263 263 263 259 259 259

Notes: The dependent variable is the revealed preference measure of teachers’ perceived control in units of predicted test-score
increase over a year, and corresponds to the mid-point of test-score bracket mapped to each row in the multiple price list. Treat
is an indicator for whether the teacher was assigned to the treatment group. Baseline controls include an indicator for teacher
education (masters or above) that was imbalanced at baseline, and the baseline analog of the outcome. Risk preferences
capture risk attitudes captured at baseline using a multiple price list. Cols (1)-(3) show effects for pooled data from both
endlines. All regressions include strata fixed effects. Pooled specifications also include round fixed effects. Standard errors
are clustered at the teacher level. Cols (4)-(6) show results at first endline, one month after the intervention. Cols (7)-(9) show
results at last endline, six months after the intervention. Robust standard errors in parentheses. * p<0.1, ** p<0.05, *** p<0.01.
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Table A12: Robustness of Treatment Effects on Beliefs - Restricting to Well-Behaved Preferences

Dependent Variable: Switching Point

(1) (2) (3) (4) (5)
Treat 0.445∗∗ 0.398 0.428∗ 0.459∗∗ 0.417∗∗

(0.221) (0.251) (0.245) (0.205) (0.201)

Baseline controls No Yes Yes Yes Yes
Risk preferences No No Yes No Yes
Missing value adjustment No No No Yes Yes

Observations 483 384 384 483 483
R-squared 0.47 0.59 0.59 0.51 0.52

Notes: This table shows the robustness of treatment effects restricting sample to teachers
who exhibited well-behaved preferences. The dependent variable is the switching point
in the multiple price list task. Baseline controls include an indicator for teacher education
(masters or above) that was imbalanced at baseline, and the baseline analog of the outcome.
Risk preferences capture risk attitudes captured at baseline using a multiple price list. Given
that around 21% teachers exhibited inconsistent preferences at baseline, controlling for the
baseline value of outcome leads to a drop in the number of observations to 384 in columns 2
and 3. The p-value of the coefficient estimate on the indicator for treatment in columns (2)
and (3) is 0.11, and 0.13 respectively. Col.(4) and (5) impute the missing value for baseline
switching point as zero while adding a missing value dummy for these observations. All
specifications are for pooled data combining all rounds and control for both strata and
round fixed effects. Standard errors are clustered at the teacher level. Robust standard errors
in parenthesis. * p<0.1, ** p<0.05, *** p<0.01.
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Table A13: Correlation between Belief Measures and First Principal Component

Measure Type First Principal Component
Beliefs about effort Vignette -0.137
Locus of control Psychometric scale 0.620
Generalized self-efficacy Psychometric scale 0.396
Beliefs about teaching inputs Ranking task (CEPS) 0.269
Switching point from Multiple Price List Real-stakes task 0.607

Notes: The table shows loadings for the first principal component, representing the correlation between each belief
measure and the first principal component from all measures, for the control group. The vignette measure is
constructed using responses to vignettes presented to teachers about their estimates of how much the scores of
their students (low-/medium-/high-types) will increase in response to an additional hour of effort each week. The
measure is a summary index across the three questions using Anderson (2008). Locus of control and self-efficacy
were measured using standard psychological scales: Rose and Medway (1981) for locus of control, and Schwarzer
and Jerusalem (1995) for self-efficacy. Beliefs about teaching inputs corresponds to an indicator for whether a teacher
ranked teacher-level inputs as the most important out of a list of nine inputs. The switching point is a revealed
preference measure of teachers’ perceived control captured using the multiple price list task detailed in Appendix B
that asked teachers to make binary choices across flat and performance-linked contract types to receive a bonus at the
end of the year. Data comes from teacher surveys.
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Table A14: Treatment Effect on Vignette Measure

(1) (2) (3) (4)
Average Low Medium High

Treat -0.633 -0.618 -0.515 -1.001∗

(0.392) (0.568) (0.313) (0.558)

Baseline controls Yes Yes Yes Yes
Strata fixed effects Yes Yes Yes Yes

Observations 782 782 782 782
R-squared 0.55 0.51 0.40 0.49

Notes: This table reports treatment effects on teacher beliefs elicited
through a set of vignette questions. The vignette measure is
constructed using responses to hypothetical scenarios presented to
teachers about their estimates of how much the scores of their students
(low-/medium-/high-types) will increase in response to an additional hour
of effort each week. The dependent variable in col (1) is a simple average
of variables in columns (2)-(4). The dependent variable in columns (2)-(4)
is the difference between the teachers’ estimate of the total score and the
baseline score mentioned in the vignette for the respective student type. All
specifications control for the baseline analog of outcome, teacher education,
a z-score for social conformability at baseline, strata, and round fixed effects.
Data is pooled across endline rounds and is at the teacher x round level.
Standard errors are clustered at the teacher level. Robust standard errors
in parenthesis. * p<0.1, ** p<0.05, *** p<0.01.
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Table A15: Robustness of Treatment Effect on Classroom Effort - Without LASSO Controls

Pooled 1 Month Endline 3 Month Endline 6 Month Endline

(1) (2) (3) (4) (5) (6) (7) (8)
Treat 0.133∗∗ 0.129∗∗ 0.121 0.130 0.167 0.147 0.035 0.040

(0.066) (0.065) (0.141) (0.145) (0.162) (0.161) (0.137) (0.137)

Strata FE Yes Yes Yes Yes Yes Yes Yes Yes
Baseline Controls No Yes No Yes No Yes No Yes

Observations 752 752 256 256 255 255 241 241
R-squared 0.24 0.24 0.70 0.70 0.59 0.60 0.64 0.64

Notes: The dependent variable is a standardized weighted index of classroom effort, generated using GLS weighted
procedure for measures captured during classroom observations. Identical weights are used across all endlines, to
ensure comparability of the outcome variable. The index is normalized with reference to the control group for the
relevant round, and has an effect size interpretation. Treat is an indicator for whether the teacher was assigned to the
treatment group. Baseline controls include an indicator for teacher education that was imbalanced at baseline, and
baseline effort. All specifications control for strata fixed effects. Cols (1)-(2) show effects using pooled OLS on data from
all endline rounds, and include round fixed effects. Standard errors are clustered at the teacher level. Cols (3)-(4) show
results at first endline, one month after the intervention, cols (5)-(6) show results at second endline, three months after
the intervention, cols (7)-(8) show results at third endline, six months after the intervention. Robust standard errors in
parenthesis. * p<0.1, ** p<0.05, *** p<0.01.
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Table A16: Treatment Effect on Disaggregated Measures of Teachers’ Classroom Effort

(1) (2) (3) (4) (5) (6) (7)
Pooled Index Materials Classroom Engagement Accessibility Demeanor Pedagogical

and Content Climate Practices
Treat 0.129∗∗ 0.120∗∗ -0.013 0.189∗∗∗ 0.091 0.057 0.148∗∗

(0.065) (0.058) (0.068) (0.055) (0.069) (0.069) (0.061)

Strata FE Yes Yes Yes Yes Yes Yes Yes
Round FE Yes Yes Yes Yes Yes Yes Yes
Controls Yes Yes Yes Yes Yes Yes Yes

Observations 752 752 752 752 752 752 752
R-squared 0.24 0.24 0.22 0.37 0.24 0.25 0.29

Notes: The dependent variables are standardized weighted indices, generated using GLS weighted procedure for measures captured during
classroom observations by trained surveyors at four points in the academic year. The pooled index is a weighted index of classroom effort
constructed using Anderson (2008) using all measures in the teacher observation tool, shown in Table D.2. Treat is an indicator for whether the
teacher was assigned to the treatment group. Results are pooled OLS for data combined across all baseline and endline surveys. All columns
control for strata fixed effects, round fixed effects, controls for teacher education, and baseline value of the outcome. Standard errors are
clustered at the teacher level. Robust standard errors in parenthesis. * p<0.1, ** p<0.05, *** p<0.01.
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Table A17: Treatment Effect on Individual Items of Classroom Effort Measure

(1) (2) (3) (4) (5)
Measure Type Coefficient SE q-value (BH) p-value (unadj.)

1 Textbook used binary 0.086* 0.029 0.083 0.003
2 Blackboard used binary -0.011 0.006 0.965 0.083
3 Teaching aide used binary -0.007 0.032 0.965 0.824
4 Number of questions solved by the teacher numeric 0.358* 0.12 0.080 0.003
5 Number of questions given for independent practice numeric 0.03 0.171 0.965 0.862
6 Teacher gave homework binary 0.027 0.027 0.965 0.315
7 Number of students who asked questions numeric -0.018 0.065 0.965 0.776
8 Teacher used an encouraging phrase binary 0.005 0.031 0.965 0.874
9 Teacher used a discouraging phrase binary 0.008 0.013 0.965 0.547
10 Teacher praised a specific student binary 0.005 0.031 0.965 0.883
11 Teacher visited children individually binary 0.047 0.024 0.965 0.054
12 Made an attempt to engage the backbenchers binary 0.031 0.028 0.965 0.273
13 Number of students who were called by name numeric 0.754*** 0.203 0.007 0.000
14 Used local information to make learning relevant binary 0.058 0.031 0.965 0.067
15 Used local language for instructions binary 0.067 0.035 0.965 0.056
16 Teacher was audible binary -0.017 0.012 0.965 0.137
17 Work on blackboard was visible binary 0.008 0.012 0.965 0.531
18 Pace was right (neither too fast nor too slow) binary 0.009 0.024 0.965 0.695
19 Teacher hit students binary 0.015 0.008 0.965 0.065
20 Teacher was rude binary 0.031 0.014 0.534 0.023
21 Teacher was smiling, laughing or joking binary 0.110*** 0.035 0.045 0.002
22 Started class with a stimulating question binary 0.062 0.032 0.965 0.055
23 Asked learners to demonstrate their understanding binary 0.001 0.018 0.965 0.963
24 Asked questions that required learners to recall information binary 0.074 0.029 0.240 0.010
25 Asked questions that required learners to apply information binary 0.001 0.025 0.965 0.965
26 Asked questions that required students to use their creativity binary 0.017 0.034 0.965 0.616
27 Summarized the lesson at the end of the class binary 0.024 0.021 0.965 0.259
28 Gave feedback by correcting a mistake binary 0.044 0.023 0.965 0.054

Notes: This table reports the treatment coefficient estimates from regressions of classroom effort measures on treatment indicator, baseline value of effort measure,
teacher education, round, and strata fixed effects. Data come from classroom observations conducted by treatment-blind observers at four points in the academic
year using tool in Appendix D.2. Data are at the teacher x round level with N = 752. Standard errors are clustered at the teacher level. Robust standard errors in
parenthesis. Col (4) reports Benjamini-Hochberg (BH) adjusted q-value, to adjust for multiple hypothesis testing. Col (2) reports coefficient estimates on treatment
indicator, with stars based on BH adjusted q-values. * p<0.1, ** p<0.05, *** p<0.01.
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Table A18: Treatment Effect on Disaggregated Measures of Grading Effort

(1) (2) (3) (4)
Pooled Index Checked Detailed Encouraging

Feedback Feedback
Treat 0.099∗ 0.001 0.056∗ 0.033

(0.051) (0.010) (0.029) (0.033)

Controls Yes Yes Yes Yes
Strata FE Yes Yes Yes Yes
Round FE Yes Yes Yes Yes

R-squared 0.53 0.89 0.27 0.32
Observations 752 752 752 752

Notes: Pooled Index is a standardized weighted index of past grading effort, generated
using GLS procedure for three measures captured using surveys of homework
notebooks of two random students in teachers’ classroom. The measures captured
whether the notebook was checked, had detailed feedback, and had any encouraging
feedback. Control group means for checked, detailed feedback and encouraging
feedback are 0.73, 0.44, and 0.35, respectively. All specifications show results for pooled
OLS on data combining all survey rounds. All columns control for strata fixed effects,
round fixed effects, teacher education and baseline value of the outcome. Standard
errors are clustered at the teacher level. Robust standard errors in parentheses. *
p<0.1, ** p<0.05, *** p<0.01.
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Table A19: Treatment Effects on Timeuse

(1) (2) (3) (4)
Travel to/from Checking Class Admin

school Notebooks Preparation tasks

Treat 3.700 9.469∗∗∗ 2.112 -0.236
(3.233) (2.860) (2.867) (2.950)

Control Mean 67.46 69.79 63.04 40.15
R-squared 0.62 0.42 0.37 0.44
Observations 876 876 876 876

Notes: The dependent variable is self-reported minutes spent on activities on an average
day. Data in the table comes from four surveys conducted with all study teachers
throughout the academic year 2022-23 - at baseline, and at three endline rounds. All
specifications show results for pooled OLS on data combining all survey rounds. All
columns control for strata fixed effects, round fixed effects, teacher education, and
baseline value of the outcome. Standard errors are clustered at the teacher level. Robust
standard errors in parenthesis. * p<0.1, ** p<0.05, *** p<0.01.
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Table A20: Treatment Effects on Student Learning: Robustness across Full Sample

Standardized Math Score

(1) (2) (3)
Treat 0.064 0.076∗ 0.069∗

(0.042) (0.044) (0.039)

Pre-mid score 0.765∗∗∗ 0.765∗∗∗ 0.760∗∗∗

(0.017) (0.017) (0.016)

p-value for Treat = 0 0.132 0.084 0.078
Controls No Yes PDS Lasso
Observations 7473 7473 7473

Notes: This table presents effects on student learning for the full
sample of students, including those whose teachers left in the middle
of the study. These students were taught by another teacher in the
school who may or may not have been a study teacher. Given the
potential for contamination, the effects reflect a lower bound on
treatment effect. Column (2) includes control for teacher education
which was imbalanced at baseline. Column (3) includes controls
selected using post-double selection LASSO procedure following
Belloni et al. (2014). The full set of controls is in Appendix Table A8.
Lagged test score, and strata fixed effects are not penalized across
regressions. All regressions include strata (school-grade-pair) fixed
effects. Standard errors are clustered at the teacher level (unit of
randomization). *p<0.1, ** p<0.05, *** p<0.01.
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Table A21: Student Motivation

(1) (2) (3) (4) (5)
Pooled I enjoy learning Math is my Math is hard Math makes me
Index Math favorite nervous

Treat 0.055 0.004 0.007 -0.019 -0.028∗

(0.047) (0.007) (0.015) (0.025) (0.016)

Control Mean 0.00 0.95 0.87 0.51 0.31
Observations 5283 5280 5278 5276 5278
R-squared 0.11 0.05 0.09 0.11 0.08

Notes: The data in this table comes from student survey administered at the first round of endline. From
each classroom, students present on the day of the survey visit were administered a short paper and pencil
questionnaire. The dependent variable in column 1 is the aggregate index created from variables in columns
(2)-(5) using inverse-covariance-weighted averages following Anderson (2008), standardized with reference
to the control group. The dependent variable is columns (2) - (5) is a binary indicator that takes the value
1 if the student response to the statement is Sometimes, Mostly, or Always, and 0 if the response is Rarely
or Never. All columns control for teacher education which is imbalanced across groups. The number of
observations slightly differ across columns due to missing responses in the paper survey. All columns
control for strata fixed effects. Robust standard errors in parentheses. *** p<0.01, ** p<0.05, * p<0.1.
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Table A22: Home inputs

(1) (2) (3)
Attends after-school Father helps Mother helps

tutoring with homework with homework
Treat 0.030 -0.045 -0.044

(0.030) (0.033) (0.028)

Control Mean 0.30 0.49 0.69
Observations 2390 2389 2393
R-squared 0.00 0.02 0.03

Notes: The data in this table comes from a paper and pencil survey administered to students
in grades 6 and 8 at the first round of endline. In each classroom, students present on the
day of the field visit completed the survey. The dependent variable in col (1) is an indicator
that takes the value 1 if the student indicated attending after-school tutoring. In columns
(2) and (3), the dependent variable is an indicator for whether the father and mother helped
them homework, respectively. All columns control for teacher education which is imbalanced
across groups. The number of observations slightly differ across columns due to missing
responses in the paper survey. All columns control for grade fixed effects. While strata fixed
effects would be the preferred specification in the full dataset, their inclusion here would
lead to dropped strata and limited variation due to missing grades. Grade fixed effects serve
as a suitable alternative, capturing systematic differences across grades while retaining all
observations. Robust standard errors in parentheses. *** p<0.01, ** p<0.05, * p<0.1.
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Table A23: Effect on Subscales for Growth Mindset

(1) (2)
Beliefs about Beliefs about

Student Intelligence Own Intelligence
Treat 0.007 -0.012

(0.033) (0.032)
p-value for Treat = 0 0.827 0.720
Control Mean 0.70 0.73
Observations 522 522

Notes: This table shows impact on growth mindset beliefs about student and
general intelligence, as measured using the Implicit Theories of Intelligence
Scale (Blackwell et al., 2007), which was administered at 2 endline rounds –
immediately after the intervention, and six months later. Appendix D.3. shows
full details of the items in the scale. The dependent variable in column 1 is an
indicator for growth mindset for the subscale when restricted to three items
that corresponded to views about student intelligence, i.e. statements 1, 2, and
4 in the scale. The dependent variable in column 4 is an indicator for growth
mindset constructed using three items that pertain to views on one’s intelligence
more generally, i.e. statements 3, 5, and 6 in the scale. All specifications are for
pooled data combining rounds and include controls selected using post-double
selection LASSO procedure following Belloni et al. (2014). The full set of controls
is in Appendix Table A5. Strata fixed effects and baseline value of outcome
(where available) are included and not penalized across regressions. Standard
errors are clustered at the teacher level. Robust standard errors in parenthesis.
p<0.1, *p<0.05, **p<0.01.

75



Table A24: Knowledge of Treatment Content Over Time

(1) (2) (3)
Pooled Endline 1 Endline 3

Treat 0.449∗∗∗ 0.502∗∗∗ 0.396∗∗∗

(0.083) (0.127) (0.130)

R-squared 0.47 0.63 0.61
Observations 584 292 292

Notes: The dependent variable is the standardized score for
knowledge on a 10-item test about the psychosocial content
presented to the treatment group. The test was administered
to both control and treatment groups after the training, as
well, as six months later and the last endline round. Scores are
standardized with respect to the control group at first endline.
The full set of items are in Appendix D.3. Standard errors
are clustered at the teacher level. All specifications control for
strata fixed effects, round fixed effects, and teacher education.
Robust standard errors in parenthesis. * p<0.1, ** p<0.05, ***
p<0.01.

76



Table A25: Treatment Effect on Teacher Expectations

(1) (2) (3) (4) (5)
Aggregate Low-performing Below-Average Above-Average Top-performing

Index (Q1) (Q2) (Q3) (Q4)
Treat 0.109* 0.086 0.037 0.048 0.136*

(0.063) (0.066) (0.061) (0.066) (0.073)

R-squared 0.56 0.60 0.62 0.48 0.47
Observations 782 782 782 782 782

Notes: This table reports treatment effects on teachers’ expectations of their students’ final scores which were elicited through
surveys at baseline and all endline rounds. The dependent variable across all columns is a z-score. Teachers were asked to
predict scores of four students in class, one student from (roughly) each quartile – a low-performing student, a below-average,
an above-average, and a top-performing student. Teachers did not have to report on the same student in each round, and
could make prediction for any student in the relevant category for their classroom. The dependent variable across columns (2)
- (5) is the teachers’ expected score, standardized to have a mean of zero and SD of one for the control group at baseline. The
predicted scores were winsorized at the 2nd and 98th percentiles before standardizing. Col (1) is a standardized weighted
index across measures in columns (2)-(5) using Anderson (2008). All regressions include round fixed effects, strata fixed
effects, baseline value of the outcome, z-score for social desirability at baseline, and indicator for teacher education. Standard
errors are clustered at the teacher level. Data is at the teacher x endline level. Robust standard errors in parenthesis * p<0.1,
** p<0.05, *** p<0.01
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Appendix B: Experimental Task

B.1. Task Design

Teachers were presented with the below table with a set of choices to receive bonus
pay for the current academic year. For each row, they were asked to choose the left or the
right option. For the right-hand-side option, teachers were informed that a computer would
randomly choose a below-average student in their class. The payment in the right-hand-side
would be linked with the performance of this randomly chosen student. At the end of the
school year, based on a lucky draw, one teacher per school would be awarded payment,
based on a randomly selected row.

Table B.1. Belief Elicitation through Multiple Price List

Choice Option 1 Option 2

Choice 1 Rs 1000 flat
Rs 2000 for maintaining at least the same test score across
exams (either score remains same or increases, but does not
decrease)

Choice 2 Rs 1000 flat Rs 2000 for an increase in test score of at least 2 marks

Choice 3 Rs 1000 flat Rs 2000 for an increase in test score of at least 4 marks

Choice 4 Rs 1000 flat Rs 2000 for an increase in test score of at least 6 marks

Choice 5 Rs 1000 flat Rs 2000 for an increase in test score of at least 8 marks

Choice 6 Rs 1000 flat Rs 2000 for an increase in test score of at least 10 marks

Choice 7 Rs 1000 flat Rs 2000 for an increase in test score of at least 12 marks

Choice 8 Rs 1000 flat Rs 2000 for an increase in test score of at least 14 marks

Choice 9 Rs 1000 flat Rs 2000 for an increase in test score of at least 16 marks

Choice 10 Rs 1000 flat Rs 2000 for an increase in test score of at least 50 marks

Notes: To reduce noise due to different priors about student ability distribution, this
choice is presented to teachers after they know their student allocation for 2022-23 school
year. I specifically target lower-performing students because teachers are more likely to
perceive external constraints (family background etc.) as binding for these students. In this
setting, all exams across academies are designed by a centralized examinations cell, and
teachers do not have control over the design and grading.

Interpretation of responses: Someone who chose Option 1 over Option 2 in Choice 2
believes that she is incapable of triggering even a 2 point increase in test scores for a random
weak student. Someone who chose Option 2 in Choice 2 but switched to Option 1 in Choice
3 believes she can trigger increase in student test scores of between 2-4 points (excluding
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upper bound), but no more. Similarly, someone who chose the risky option in choices 1, 2,
and 3 but switched to safe option in choice 4 perceives her control to be up to 4-6 percentage
point increase in student test scores.

I use the switching point as my key outcome that elicits teachers’ beliefs about
their perceived control over education production for lower-performing students in their
classroom. The choice indicates higher expected utility from choosing performance-pay
rather than flat pay which may be driven by perception of higher likelihood of attainment
of performance threshold given one’s effort, or lower costs of effort, or both.

B.2. Task Administration Script

The task is presented to teachers at three points during the course of the study. Firstly, it
is presented at baseline where the choice is intended to be implemented at the end of the
academic year. Then, I present the same choices at the end of the intervention (during the
first endline) where teachers are presented with an opportunity to revise their choices for
receiving payment at the end of the year. They are then presented the same choices at the
third endline, where choices are elicited for the next academic year. Below is the full text
of the pre-recorded script that played at each school site. Teachers completed a qualtrics
survey on their mobile devices. When teachers reached the section corresponding to the
multiple price list, the following audio script was played. The decision to use an audio
script, rather than having the surveyor read it aloud, was made to minimize any variation
in effects due to surveyor quality and ensure consistent administration of the task.

Good Morning Everyone! Today we will play a task that requires you to take certain choices
which will decide your chances of winning a bonus payment. Your responses will be confidential and
your school management will not be able to see them. You must give all answers without fear or
hesitation, based on whatever feels right to you. Ok? Now we will give some instructions to play this
task. Please listen to them carefully.

Baseline. We have reached the last section in the teacher survey which is very interesting to play.
Section 7 is a unique type of section that will involve making choices which could win you a bonus
payment. You will be shown a few options, and asked to choose one of them. First of all, we will show
some examples to familiarize you with the format, then we will move to the actual question. The
passcode for this section is 789789, I repeat 789789.

On your screen, you have a table with 8 rows with numbers in it. Look carefully. On the left is
always a fixed number – 1000. On the right, the numbers are decreasing – 1600, 1400, 1200 and
so on. These numbers are actually payments or cash prizes. Now, lets look at each row. If you are
given an option to take a cash prize worth Rs 1000 cash or Rs 1600, what would you choose? It is
obvious that you will choose the option in which the amount is more. E.g. 1600 is more than 1000, so
it makes sense to choose 1600 – the right option.

The next table is a filled table. A choice has been made in each row: between 1600 and 1000, 1600
was chosen. Between 1000 and 1400, 1400 was chosen. Between 1000 and 1200, 1200 was chosen.
Between 1000 and 900, 1000 was chosen. After a point you see, initially, right hand option was
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chosen and after a point left side option was chosen. Why did this switch happen? Because the choice
becomes attractive on that side.

So, following this pattern of logic, we have to make our choices between left- and right-hand side
options. While choosing the options, please choose as per your calculated profit or loss. Please don’t
hesitate to maximize your payoff in this game – there is no judgement about greed or any related
intention. Your goal is to maximize your award. Is this clear? Any questions?

Now let’s do a question, it is available on your screen. It has two choices. On the right side, there
is a fixed choice: either you will get 1 lakh rupees, or you will not get anything, you have (50-50)
chances of winning it. On the left-hand side, there is a fixed amount of Rs.5000. If you are given this
choice, what will you choose?
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Similarly, in the 2nd row, the choice is between a fixed amount of Rs 10,000 on the left versus
a 50/50 chance of getting 1 lakh or nothing on the right side. Similarly, for each row, you have to
choose between left and right options. Now you can fill the table.

Till now the tables were imaginary. Moving to the next question, where you have the opportunity
to get an actual payment. There is going to be real money involved. Listen carefully.

There are two important rules of payment involved: 1. One row will be randomly selected for
payment. You will get paid according to your choice in the row which has been selected. If you
selected left, you will get the LHS payment and if right then you will get the RHS payment. The
implication is that you must make a careful and informed choice in each row, because any row can
be selected for actual payment. 2. Next, one teacher will get payment in every school. Given that
you four/three are part of this study - one of you will be randomly chosen for payment. This random
choice of a teacher and a row will be done by a computer.

Before the final question, lets do a small test to check your understanding of the payment rules.

Q1. If row no. 3 is selected, what will you be paid? (a) 1200 (b) 1000

Q2. If row no. 5 is selected, what will you be paid? (a) 800 (b) 1000

Q3. Given 4 teachers in a school, what is your chance of receiving a payment?
(a) 1 in 4 (b) 1 in 6

If anyone has questions, please ask. «Surveyor to answer all possible queries. »

The passcode for the final question is: 312456 Now we will give you the final question in which
payment is involved. You can get a bonus other than your salary and there is a scheme for this.

There is a fixed amount on the left side (Rs 1000). There is a bonus on the right side, which is
subject to a condition. A computer will randomly select a below-average student from your class
and compare his marks in the final exam with the current scores (meaning mid-term scores). If the
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student’s math score registers an increase of the given amount at the end of the year, then you will
qualify to receive this bonus.

For example, if you see the first row, there is a a fixed amount on the left side and a deal on the
right side which is related to the marks of the same below-average student. If the student’s scores
remain the same or increase by any amount, then you will get 2000 rupees. If the scores decrease,
then you will get nothing. On the left side, you will always receive Rs 1000 irrespective of student
scores.

In the second row: If the student scores increase by 2 points, then you will get 2000 rupees. If the
student’s scores do not increase by 2 points then you will get zero. On the left side, you can get Rs
1000.

In the third row: If the student’s scores increase by 4 points, you will get Rs 2000. On the left
side, you can get a fixed amount of Rs 1000. And so on.

Please make a choice between the left and right options, for each row.

Endline 1. Good Morning! Remember we visited your school a few months back and did section 7.
Today we will do that task again. Now let’s review all instructions once again and conduct this task.

«Same instructions as earlier involving two examples, a guided question, and
comprehension checks. Before the final task, the following is additionally shared.»

Next is the question involving real payments. We came to you 2-3 months back with this plan,
and you made your choices. Now you have the opportunity to make a different selection. Payments
will be made at the end of the academic year as per what you decide now.
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Endline 3. Good Morning! Remember we visited your school earlier and you filled out some
choices regarding bonus payment. As promised, we will be awarding payments today. The payments
will be awarded in accordance with the payment rules shared with you.

«Surveyor uses a customized spin-the-wheel app which has three wheels for choosing
rows, teachers and students linked to each teacher. More details are in the next section.
Payment of Rs 1000, Rs 2000, or nothing is awarded to one teacher per school. After the
payments are made, teachers complete another price list that would be relevant for the next
year. »

You just saw how payments are made based on this task. If you were given an option to receive
similar bonus payments for next year, how would you make your choices? You will now make choices
for next year. «A recorded script with instructions is played.»

Please proceed to fill the table on your screen.

Payment Process

Before the school visit: End-of-year math scores on final exams were obtained from schools
and classroom-level averages were computed. For each school, surveyors were handed a
list with names of teachers, their choices in MPL task at endline 1, names and scores of all
below-average students linked to that teacher.

At the school visit: All study teachers were asked to sit in a room. A standardized
recording was played explaining the process for payment. Surveyor answered any queries
and then used a customized github app to conduct random selection of row, teacher and
student to determine payment.

Process of random selection:

1. Example: First, the surveyor asked a teacher to spin a demo wheel. This was done so
that teachers trust that the process was truly random.

83



2. Row Selection: The surveyor then spun a wheel with numbers 1-10. The row selection
was announced to all teachers. Teachers were then asked to refer to the relevant row
in their tables.

3. Teacher Selection: Next, the surveyor spun a wheel that had names of study teachers
for that school. The name of the selected teacher was announced.

Payment process:

– If the teacher had a left-hand-side selection for the corresponding row, an amount of Rs
1000 was awarded. The process then concluded.

– If the teacher had a right-hand-side selection for the corresponding row, then the surveyor
spun a third wheel with names of below-average students for the relevant teacher. Teacher
was first asked to confirm that the names of students were correct. After the student was
selected, the surveyor checked the scores of the student across the final and mid-term
exams. If the condition for bonus was met, the teacher received Rs 2000. If the condition
for bonus was not met, the teacher received nothing. The process concluded.
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Appendix C: Intervention Details

Intervention sessions were conducted virtually over the course of five weeks, with two
sessions per week. All participants were asked to keep their videos on during the entire
session. Weekly attendance, participation (verbal and chat), and assignment completion
were monitored. The format for each week was as follows:

1. Session 1 (Lecture): Instructor-driven interactive lecture introducing a topic. This was
followed by an assignment for the week, due before the debrief session.

2. Session 2 (Debrief): Group discussion of assignment responses, led by the instructor.

Table C1 provides details of content delivered to both treatment and control groups over
the course of five weeks. All slides and content were reviewed before sessions and purged
of any content related to pedagogy or teaching.

Implementation Partners

WorldBeing. WorldBeing is a non-profit organization based out of the US that develops
evidence-based programs from positive psychology and has a record of serving
disadvantaged communities in low-income countries around the world. Their toolkit
is drawn from the latest research, integrating evidence from the fields of positive psychology,
social-emotional healing, youth development, attitudinal healing, and restorative practice.

Sukrit. Sukrit is an NGO based in Punjab, India which works in the fields of education,
youth empowerment and mental health. They conduct a range of activities including career
counseling and mentorship for college-bound youth, skill development workshops for
high-school students, and motivational workshops for teacherss. The NGO led the training
sessions for the purposes of the study.
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Table C1: Intervention Content for Treatment and Control

Week Treatment Group Control Group
1. Character Strengths

Discussion: Talent, skills, and character
strengths

Activity: Identify your character strengths, and
those of people around you.

Beekeeping and Pollination

– Introduction to beekeeping and its
importance for agriculture

– Common bee species in India and role
of pollinators in crop productivity

– Benefits of bee products

2. Self-Efficacy

Discussion: They are able who think they are
able. Story of a visibly weak soldier who
defeated a drunken elephant.

Activity: Share a problem you recently
encountered. Distinguish between factors that
were inside/outside your control.

Aquatic Biodiversity

– Freshwater ecosystems and types of
local fish species

– Aquatic biodiversity and its role

– Environmental threats to water bodies
and conservation efforts

3. Resilience

Discussion: Bouncing back from adversity by
turning problems into possibilities. Toolbox
for resilience.

Activity: Share a personal story where you
exhibited resilience. Share a story of resilience
from someone in your life.

Soil Science

– Types and composition of soil

– Soil and crop productivity

– Soil erosion and its impact

– Techniques for soil conservation and
sustainable land use

4. Setting Goals and Making Plans

Discussion: Link between goal-setting and
realizing our potential. How to set achievable
goals and make progress?

Activity: Write down your goals related to
personal and professional life. What steps will
you take to reach these?

Plant Life and Local Flora

– Stages of plant growth

– Native plant species and their
ecological value

– Sustainable gardening and
agroecology

5. Problem-Solving

Discussion: Skills to deal with things outside
our comfort zone - emotion management,
benefit-finding, sharing with someone,
devising an action plan.

Activity: Identify situations where you
overcame tough problems. Create your
problem toolbox for future.

Vector-Borne Diseases

– Mosquitoes and disease transmission
(malaria, dengue)

– Health risks of stagnant water in rural
areas

– Low-cost methods for mosquito control
and prevention

Notes: This table outlines the content of group meetings as part of the intervention. The treatment group was
exposed to psychosocial content, while the control group was exposed to informational content about the local
environment. There were five lectures, followed by five debrief sessions, for both treatment and control groups.
Each group consisted of 29-30 teachers, and was led by a trained facilitator.
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Appendix D: Survey Questions

D.1. Self-Reported Beliefs

Psychological Scales Teachers respond to survey questions related to locus of control and
self-efficacy.

For locus of control, I use a set of 10 items adapted from Rose and Medway (1981)
teacher locus of control scale. Each item presents a forced-choice pair of statements, asking
teachers to choose between two explanations—one reflecting an internal attribution and the
other an external attribution—for a given scenario. Details are in Table D.1.

To capture generalized self-efficacy, I use the Schwarzer and Jerusalem (1995) scale.
Teachers are presented a set of ten statements and asked to indicate the degree to which
they agree with the statements on a scale ranging from (1) Never true, (2) Rarely true, (3)
Sometimes true, (4) Always true, and (5) Don’t know.

1. I can always manage to solve difficult problems if I try hard enough.

2. If someone opposes me, I can find some way to get what I want.

3. I am certain that I can accomplish my goals.

4. I am confident that I could deal efficiently with unexpected events.

5. I can handle unforeseen situations by using my resourcefulness.

6. I can solve most problems if I invest the necessary effort.

7. I can remain calm when facing difficulties by relying on my coping abilities.

8. If I am in trouble, I can usually think of a solution.

9. When I am confronted with a problem, I can usually find several solutions.

10. I can handle whatever comes my way.

Beliefs about Teaching Inputs Teachers respond to the following survey question taken
from the China Education Panel Studies (CEPS) dataset.

Below is a list of factors that influence a student’s learning. Rank the following elements from
most important to least important, as per your opinion.

1. Student’s talent

2. Student’s effort

3. Student’s family background

4. Student’s prior learning
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5. Teacher’s teaching method

6. Teacher’s attention to students

7. Teacher’s salary

8. School’s management

9. School’s teaching facilities

Vignette Questions Below are three classroom scenarios. There are no right or wrong answers.
Please answer to the best of your understanding.

1. A is a student in your class who has scored 50 out of 100 in the mid-term examinations.
If you put in extra 1 hour of effort every week on this child, what do you think will be
his/her score on final exam? Mention your numeric estimate of final score (between 0 and 100)

2. B is a student in your class who has scored 80 out of 100 in the mid-term examinations.
If you put in extra 1 hour of effort every week on this child, what do you think will be
his/her score on final exam? Mention your numeric estimate of final score (between 0 and 100)

3. C is a student in your class who has scored 35 out of 100 in the mid-term examinations.
If you put in extra 1 hour of effort every week on this child, what do you think will be
his/her score on final exam? Mention your numeric estimate of final score (between 0 and 100)
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Table D.1. Locus of Control

Item Domain
1. When the grades of your students improve, it is more likely: Grade improvement
a. because you found ways to motivate the students, or
b. because the students were trying harder to do well.

2. Suppose you had difficulties with online teaching for students in your
classroom. Would this probably happen:

Quality of preparation

a. because you lacked the appropriate materials, or
b. because you didn’t spend enough time in developing activities suited for
online learning?

3. When some of your students fail a test, it is more likely: Grade deterioration
a. because they weren’t attentive in class, or
b. because you explained the concept with fewer examples

4. If you couldn’t keep your class quiet, it would probably be: Class management
a. because the students came to school more noisy than usual, or
b. because you couldn’t settle them down.

Think about a high performing student in your class. Keeping this student in mind,
choose the statement that you agree with the most.
5. Suppose this student performed better when he was assigned to your class
compared to the previous year. This would most likely happen:

Grade improvement

a. because you taught concepts well, or
b. because the student was trying harder.

6. Suppose you are teaching this student a particular concept and the student
has trouble learning it. Would this happen:

Quality of preparation

a. because the student didn’t pay attention, or
b. because the explanation of the concept was not clear

7. When this student scores a low score on a test, it is more likely: Grade deterioration
a. because the student wasn’t paying attention to the lessons in class, or
b. because you didn’t simplify concepts enough to ensure understanding

Now think about a low performing student in your class. Keeping this student in
mind, choose the statement that you agree with the most.
8. When this student pulls up grade from a “C" to a "B," it is more likely: Grade improvement
a. because you came up with an idea to motivate the student, or
b. because the student was trying harder to do well.

9. Suppose you are teaching this student a particular concept and the student
does not get it. Would this happen:

Quality of preparation

a. because the student was very careless, or
b. because you couldn’t explain it very well?

10. When the performance of this student appears to be slowly deteriorating,
it is usually:

Grade deterioration

a. because you weren’t trying hard enough to motivate him or her, or
b. because the student was putting less effort into his or her schoolwork.

Notes: This table presents items used to capture teacher locus of control. These items were adapted from Rose
and Medway (1981) scale.
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D.2. Classroom Visits

Classroom Observations To conduct classroom observations, surveyors were trained to
score the classroom observation rubric through in-class practice by visiting pilot schools.

The survey instrument was created to be bilingual with English and Punjabi text for
better surveyor comprehension. For terms that could have multiple connotations, examples
were provided in the tool to minimize surveyor subjectivity in filling responses. For example,
the phrase ’teaching aide’ was accompanied by examples of things that could be included
as teaching aides like charts, objects, and counting techniques.

In each school visit, surveyors observed one class per teacher for all study teachers.
Surveyors were instructed to sit at the back of the class for the entire duration, keep the
questionnaire hidden, and minimize any disturbance to ongoing class activities. To prevent
any feelings of fear or anxiety among teachers due to the presence of an outsider, surveyors
were instructed to give a uniform compliment to every teacher at the end of the class by
saying that they teach "very well". The questionnaire was not shared with any teacher or
school official before the end of the study.

Details of items used in the classroom observation tool along with their source and
pre-specified domains are in Table D.2. The list of items was finalized after intensive rounds
of piloting and fieldwork. Items were selected based on their contextual relevance, objective
nature (requiring binary or numeric responses), and ease of understanding for the observer.
Items exhibiting ceiling or floor effects in the pilot data, as well as those that presented
ambiguity regarding the construct being assessed, were removed following feedback from
focus group discussions with observer teams.

Homework Notebook Review At the end of each classroom observation, surveyors
collected notebooks of two random students in the classroom and responded to the below
questions.

1. Was the notebook checked? (based on the presence of any tick marks by teacher)
Yes/No

2. What was the degree of detail in feedback provided?
- General feedback (overall comments, e.g. seen)
- Specific feedback (question-wise comments)
- No feedback

3. Was there any encouraging feedback provided? (e.g. Good/Excellent/Keep it up)
Yes/No
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Table D.2. Classroom Observation Items

Measure Category Source Type
1. Textbook used Use of materials and content Stallings Binary
2. Blackboard used Use of materials and content World Bank SDI Binary
3. Teaching aid used Use of materials and content Stallings Binary
4. Questions solved by teacher Use of materials and content Original Numeric
5. Questions given for independent practice Use of materials and content Original Numeric
6. Teacher gave homework Use of materials and content World Bank SDI Binary
7. Number of students who asked questions Classroom climate World Bank SDI Numeric
8. Teacher used an encouraging phrase Classroom climate World Bank TEACH Binary
9. Teacher used a discouraging phrase Classroom climate World Bank TEACH Binary
10. Teacher praised a specific student Classroom climate Muralidharan & Singh (2020) Binary
11. Visited children individually Effort at facilitating engagement World Bank SDI Binary
12. Made an attempt to engage backbenchers Effort at facilitating engagement Original Binary
13. Number of students who were called by name Effort at facilitating engagement World Bank SDI Numeric
14. Used local information to make learning relevant Effort at making class accessible World Bank SDI Binary
15. Used local language for instructions Effort at making class accessible World Bank SDI Binary
16. Teacher was audible Effort at making class accessible Original Binary
17. Work on blackboard was visible Effort at making class accessible World Bank SDI Binary
18. Pace was right (neither too fast nor too slow) Effort at making class accessible Original Binary
19. Teacher was mostly standing Demeanor World Bank SDI Binary
20. Teacher hit students Demeanor World Bank SDI Binary
21. Teacher was rude Demeanor World Bank SDI Binary
22. Teacher was smiling, laughing or joking with children Demeanor World Bank SDI Binary
23. Started class with a stimulating question Pedagogical practices World Bank SDI (adapted) Binary
24. Asked learners to demonstrate their understanding Pedagogical practices World Bank SDI Binary
25. Asked questions that required students to recall information Pedagogical practices World Bank SDI Binary
26. Asked questions that required students to apply information Pedagogical practices World Bank SDI Binary
27. Asked questions that required students to use their creativity Pedagogical practices World Bank SDI Binary
28. Summarized the lesson at the end of the class Pedagogical practices World Bank SDI Binary
29. Gave feedback by correcting a mistake Pedagogical practices World Bank SDI Binary

Notes: This table presents items used in the classroom observation tool used to capture intensive margin of effort by teachers. Trained observers
observed teachers during a Math class and scored teachers on these items. Items were sourced using international instruments including World
Bank TEACH, World Bank Service Delivery Indicators (SDI) and Stallings. Items marked as ’Original’ were conceived by the author based on
discussions with pedagogy experts and refined during field pilots prior to baseline data collection.
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D.3. Additional Outcomes

Mental Health To capture mental health, I use the Center for Epidemiological Studies
Depression Scale (Radloff, 1977) scale, widely used in the mental health literature.
Respondents are asked to think about the past week, and rate the frequency of experiencing
symptoms related to stress, burnout, and depression on a 4-point Likert scale: rarely (<1
day), occasionally (1–2 days), moderately (3–4 days), or most/all of the time (5–7 days). I
construct a standardized depression score with reference to the control group, based on
total score, that takes into account reverse-coding of statements marked with (r). The scale
is administered across all endline rounds.

1. I was bothered by things that usually don’t bother me.

2. I did not feel like eating; my appetite was poor.

3. I felt that I could not come out of sadness even with help from family or friends.

4. I felt I was just as good as other people. (r)

5. I had trouble keeping my mind on what I was doing.

6. I felt depressed.

7. I felt that everything I did was an effort.

8. I felt hopeful about the future. (r)

9. I thought my life had been a failure.

10. I felt fearful.

11. My sleep was restless.

12. I was happy. (r)

13. I talked less than usual.

14. I felt lonely.

15. People were unfriendly.

16. I enjoyed life. (r)

17. I had crying spells.

18. I felt sad.

19. I felt that people dislike me.

20. I could not get going.
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Teachers’ Expectations of their Students To capture teachers’ expectations for different
types of students in the classroom, teachers are asked to predict the scores of four students
in class — one from each quartile of the score distribution. This measure is captured at
baseline, and all endline rounds. The exact question states: Give names of four students in
your class whose current class position falls in the below categories. How much do you expect they
will score in the final exams? Give predicted score (out of 100).

1. Weak Student

2. Below-Average Student

3. Above-Average Student

4. Intelligent Student

Growth mindset To capture the growth mindset of teachers, I use the Implicit Theories
of Intelligence scale (Blackwell et al., 2007). Teachers are shown the below statements and
asked to indicate their level of agreement on a 6-point scale: Strongly agree, Agree, Mostly
Agree, Mostly Disagree, Disagree, Strongly Disagree. I construct a standardized measure
based on the total score, reverse-coding the statements marked with (r), such that higher
scores indicate higher growth mindset.

1. Children have a certain amount of intelligence, and they really can’t do much to
change it. (r)

2. Students’ intelligence is something about them that they can’t change very much. (r)

3. We can learn new things, but we can’t really change our basic intelligence. (r)

4. No matter who a student is, their intelligence can be changed by a lot.

5. You can always greatly change how intelligent you are.

6. No matter how much intelligence we have, we can always change it quite a bit.

Student Motivation I collect data on student motivation through a short survey with
students in each school-grade. The survey consists of 4 questions that ask students about
their interest in math as a subject and the extent to which they enjoy learning it. Students
in primary grades respond on a 3-point smiley scale (Rarely, Sometimes, Mostly) while
students in secondary grades respond on a 5-point scale (Not at all, Rarely, Sometimes,
Mostly, Always). I construct a summary index of student motivation, by calculating
inverse-covariance-matrix-weighted averages following Anderson (2008).

1. I enjoy learning Math.

2. Out of all subjects, Math is my favorite.

3. Math is hard to understand.

4. Math makes me nervous.
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Risk Preferences I measure risk preferences through the above multiple price list (MPL)
task with 10 rows. Participants choose between a fixed payment and a lottery that yields
100,000 points with probability 0.5 and zero otherwise. The lottery remains the same in all
rows while the safe payment increases. Earlier switching points indicate a lower certainty
equivalent than later switching points. Note that this task was not real-stakes as it involved
no real payment. It was used as part of the example tasks to train participants in working
with the MPL format. This task was shown before the real-stakes belief-elicitation task and
was conducted at both baseline and endline.

Table D.3. Multiple Price List for Risk Elicitation

Choice Option 1 Option 2
Choice 1 Rs 5,000 50/50 chance between Rs 100,000 and Rs 0

Choice 2 Rs 10,000 50/50 chance between Rs 100,000 and Rs 0

Choice 3 Rs 20,000 50/50 chance between Rs 100,000 and Rs 0

Choice 4 Rs 30,000 50/50 chance between Rs 100,000 and Rs 0

Choice 5 Rs 40,000 50/50 chance between Rs 100,000 and Rs 0

Choice 6 Rs 50,000 50/50 chance between Rs 100,000 and Rs 0

Choice 7 Rs 60,000 50/50 chance between Rs 100,000 and Rs 0

Choice 8 Rs 70,000 50/50 chance between Rs 100,000 and Rs 0

Choice 9 Rs 80,000 50/50 chance between Rs 100,000 and Rs 0

Choice 10 Rs 90,000 50/50 chance between Rs 100,000 and Rs 0

Notes: This table presents hypothetical choices between a fixed payment and a
lottery presented to teachers for elicitation of risk preferences, as part of a multiple
price list procedure.

Knowledge of treatment content I administer a 10-item test to all teachers (treatment and
control) at the first and last endline, which tests knowledge of content taught in psychosocial
training using multiple-choice and fill-in-the-blank type questions. The ten items are below.

1. Fill in the blank: Singing is a talent or skill, while curiosity is a
strength.

2. Which of the following is a term to describe the phenomenon of bouncing back after
adversity?

(a) Character
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(b) Resilience

(c) Persistence

(d) Hope

3. Choose the option that best completes the sentence: They are able who they are
able.

(a) say

(b) think

(c) boast

(d) write

4. Which of the following statements is an example of self-efficacy?

(a) I love my work.

(b) I am punctual.

(c) I can do it.

(d) I might do it.

5. Surinder is a class 5 student who sets the following goal for the year: My goal is that I
will become fluent in English. What advice would you give to Surinder?

(a) This is a great goal, I advise you to not share with others.

(b) This is a great goal and I encourage you to achieve it.

(c) This is a great goal and I would like you to make an action plan.

(d) This is a great goal but I doubt if you can achieve it.

6. Complete the sentence: Think , start .

(a) big; small

(b) big; big

(c) small; small

(d) small; big

7. If you call a problem as , you will be better able to handle it.

8. Man is a potential:

(a) Scientist

(b) Technologist

(c) God

(d) Beast

9. Which of the following is/are not an example of character strength?

(a) Leadership
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(b) Honesty

(c) Sports

(d) Music

– (a) and (c)

– (a) and (b)

– (c) and (d)

– (c) only

10. One way to achieve big goals is to:

(a) Create more number of goals

(b) Break bigger goals into smaller goals

(c) Collect smaller goals to make one big goal

(d) Write your goals and avoid sharing with others
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Appendix E: Online Appendix

E.1. Attrition

I define attrition as the failure to complete any/all endlines conditional upon completing
the baseline. 292 teachers completed the baseline out of which 263, 260, and 259 were
observed across the first, second and third endline rounds respectively. Below, I investigate
the magnitude and correlates of attrition and whether it confounds results in line with
approach outlined in the pre-analysis plan.

Pooling across all endline rounds, attrition rates for the control and treatment groups
are 12% and 9%, respectively. This difference is not statistically different. In table A2 in
the main appendix, I also examine balance across indicators for missing at any round, and
missing at all rounds. There is no differential attrition by treatment status.

Table E1: Baseline characteristics of attritors and non-attritors

(1) (2) (3) (4) (5) (6)
Age Experience Female Education Certification Permanent

Missing for a given round -2.350*** -0.890 0.084* 0.151*** -0.025 -0.603***
(0.727) (0.614) (0.045) (0.052) (0.038) (0.060)

R-squared 0.589 0.591 0.495 0.519 0.551 0.569
Observations 1168 1168 1168 1168 1168 1168

Notes: Column headers report the dependent variable in each specification, which is a teacher characteristic at baseline. Age
and experience are reported in years, as of baseline in August 2022. Education is an indicator that takes the value one if the
highest education is masters-level or above. Certification is an indicator that takes the value one if the teacher holds a teacher
training diploma/certification. Permanent is an indicator for contractual status and takes the value one if the teacher is on a
permanent contract. All specifications control for strata fixed effects and round fixed effects. Standard errors are clustered at the
teacher level. Data is pooled across endline rounds and is at the teacher x endline level. Robust standard errors in parentheses.
*** p<0.01, ** p<0.05, * p<0.1.

Table E1 estimates whether attritors are different from non-attritors in terms of a vector
of baseline characteristics – age, gender, education, experience, certification, and permanent
(vs. contractual) status. Each column reports the coefficient from a regression of baseline
characteristic on an indicator for attrition. I find that attritors are younger, more likely to
hold a masters-level education, and less likely to be permanent teachers.

Table E2 estimates whether there is differential attrition by treatment status by regressing
baseline characteristics on assignment indicator, restricting the sample to attritors only. I do
not find evidence that baseline characteristics of attrited teachers in the treatment group are
significantly different from those in the control group.45

Deviations from PAP: Due to a typo, the PAP mentioned that the specification investigating
differential attrition will be restricted to attrition ‘households’, this was intended to mean
attrition ‘teachers’. The specifications in the PAP missed to include strata and round fixed
effects, which I include in consonance with the design and analysis in the rest of the paper.

45Given that all teachers who attrit are contractual, the coefficient on the indicator for permanent status is
zero, and the standard error and R-squared are undefined.
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Table E2: Baseline characteristics of attritors across treatment and control

(1) (2) (3) (4) (5) (6)
Age Experience Female Education Certification Permanent

Treat -2.943 -2.367 -0.143 -0.155 -0.012 0.000
(4.864) (1.661) (0.154) (0.162) (0.238) (.)

R-squared 0.80 0.95 0.90 0.97 0.89 .
Observations 94 94 94 94 94 94

Notes: Column headers report the dependent variable in each specification, which is a teacher characteristic at
baseline. Age and experience are reported in years, as of baseline in August 2022. Education is an indicator
that takes the value one if the highest education is masters-level or above. Certification is an indicator that
takes the value one if the teacher holds a teacher training diploma/certification. Permanent is an indicator
for contractual status and takes the value one if the teacher is on a permanent contract. All specifications
control for strata fixed effects and round fixed effects. Standard errors are clustered at the teacher level. Data
is pooled across endline rounds and is at the teacher x endline level. Robust standard errors in parentheses.
*** p<0.01, ** p<0.05, * p<0.1.
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E.2. Qualitative Feedback from Teachers

At the end of the training, teachers were asked to complete a feedback form. A total
of 129 teachers across treatment and control groups submitted their responses. Teachers
rated its content and usefulness an average of 4.7 on a scale from 1 (least useful) to 5 (most
useful), and a majority agreed that they had gained new insights from the training.

The intervention, framed as a personal development training, involved weekly sessions
using a guided psychosocial curriculum for the treatment group. These sessions
centered around five topics: character strengths, self-efficacy, resilience, goal-setting, and
problem-solving. Understanding teachers’ perceptions and key takeaways is helpful to gain
insights into how they applied or planned to apply these lessons in their lives.

A central theme in the feedback from treatment group teachers was the value of learning
effective strategies for addressing challenges — both in their personal and professional lives.
Below are selected teacher accounts, in their own words.

"It was very valuable training. We learnt that pain and problems are inevitable,
how we bounce back is more important."
"We learnt a lot of things - how to tackle problems, and make goals in life."
"I learnt how to tackle problems in a positive and meaningful manner."

Some teachers highlighted structured approaches as particularly useful in helping them
approach challenges with greater clarity and confidence.

"The most important thing I learned during my training was Step 1: Is there a
problem? ... Step 2: What is the problem? ... Step 3: What are my goals for this
problem? ... Step 4: Thinking up solutions ... Step 5: Deciding on a solution ...
Step 6: Carrying out the solution ... Step 7: Checking in on your problem. "

In terms of how they saw themselves applying what they learnt, the responses varied
across personal and professional domains.

"I feel much better prepared to deal with uncomfortable issues."
"After attending training classes, I am full of confidence."

For some, the training had direct relevance for their classroom, in helping them transfer
lessons on positivity and resilience to their students.

"All the sessions were very fruitful. I have learnt and implement it in my life as
well as I recommend to my students."
"I have given so many positive words gained from different sessions to my
students also. They also became positive."

The session on goal-setting asked them to write down a goal that they are planning to
set in their life. The responses ranged across a broad variety of domains including personal
life, health, finances, and family goals apart from professional goals.
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"I am planning to invest money so that I can use it later."
"I want to help my daughter to be a doctor."
"I want to pursue a PhD in sciences."
"I will increase my typing speed of 50 words per minute to 60 words per minute.”
"I want to be get full knowledge of how to print documents with proper page
settings."
"My goal is to set a routine and wake up early every morning."

A recurring insight was a shift in perspective: teachers recognized that while problems
are inevitable, how they respond is within their control. Many described the training as
empowering, highlighting that it provided them with practical tools to navigate challenges
with greater confidence.

100



E.3. Deviations from PAP

1. Given limited sample of teachers at each endline, I use pooled specifications that
combine data across all endline rounds to maximize power. This is in addition to
reporting round-wise effects as pre-specified.

2. I do not use two-staged least squares as specified in section 6.2. of the pre-analysis
plan given that it is hard to fully establish the validity of the exclusion restriction.

3. To construct indices for locus of control and generalized self-efficacy, the pre-analysis
plan specified a simple sum of item responses, followed by standardization for analysis.
The description of the locus of control measure did not mention standardization,
while the self-efficacy measure did not specify the aggregation method. To ensure
consistency with other measures used throughout the paper, I construct an Anderson
index separately for locus of control and another for self-efficacy. Each index is
weighted across all items in the respective scale, with weights constructed using the
inverse of the variance-covariance matrix, following Anderson (2008). This method
assigns higher weights to items that are less correlated with each another, that is, those
that provide the most information.

4. The pre-analysis plan specified that to construct a measure for teachers’ perception
about inputs for student learning stated, I would construct average ranks for teacher-,
student-, and school-level factors. However, the average rank measure assumes that
the difference between adjacent rankings is meaningful in the same way across all
ranks. Respondents may have strong preferences for their top choice, with less clear
distinctions among lower-ranked options. Instead, I use a cleaner measure that is
free from this concern of potential non-linearity – that is, an indicator for whether a
teacher-level input was ranked as the top input.

5. One endline item asked teachers if they engaged in any other economic activity apart
from teaching. If yes, teachers were asked to provide detail. This was intended to be
a secondary outcome to capture if the intervention affected any economic outcomes
outside the classroom. However, there was confusion in the interpretation of this
question as many teachers mentioned teaching or hobbies/leisure activities in the
open-text response. As a result, I do not use this item in the analysis.

6. The PAP specified that I will examine heterogeneity by parental education. I do not
conduct this analysis as parental education is not available for all students. It was
collected as part of a pen-and-pencil student survey for students of secondary grades,
with substantial missing data.

7. To investigate spillovers, I pre-specified that I will use network data for teachers to
examine the extent of possible spillovers. There were issues in credibly linking names
of teachers in the network survey to those in the study. As a result, I do not perform
this analysis.
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